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Quantum machine learning has emerged as a promising field with the po-
tential to revolutionize complex data analysis, particularly for tasks involving high-
dimensional data or intricate patterns. Generalization bounds offer crucial theoretical
guarantees on a quantum machine learning model’s performance on previously unseen
data. However, the practical implementation of quantum machine learning models in
the Noisy Intermediate-Scale Quantum (NISQ) era faces significant challenges due to
the inherent noise and limitations of current quantum devices. This dissertation in-
vestigates the impact of noise on the generalization ability of parameterized quantum
machine learning models, with a focus on developing data-dependent generalization
bounds for supervised learning tasks. The dissertation begins by examining the influ-
ence of noise on quantum computing and the specific components of quantum machine
learning models, such as feature maps and variational quantum circuits, using estab-
lished benchmark datasets like Iris and literature standard synthetic datasets. The
dissertation presents a modified depolarization channel representation that helps mit-

igate noise while reducing computational overhead, offering an efficient approach to



simulating single-qubit noisy depolarization channels in quantum systems. The dis-
sertation emphasizes the importance of considering the geometry of quantum states,
using the quantum Fisher information matrix to quantify the sensitivity of parameters
and an effective dimension for complexity analysis, which in turn informs the devel-
opment of data-dependent generalization bound. This research rigorously derives the
dependence of generalization bound on factors such as dataset size, parameter-space
local geometry, feature space dimension, and noise-specific parameters. The research
presented in this dissertation provides a comprehensive analysis of the challenges
and opportunities associated with developing robust and reliable quantum machine

learning models in the NISQ era.
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CHAPTER ONE

Introduction

1.1 Motivation

Despite the signi cant progress in classical machine learning, many real-world
applications still face scalability and high-dimensionality issues. QML learning promises
to overcome some limitations by harnessing quantum mechanical phenomena. How-
ever, most QML studies assume ideal and noise-free conditions, an assumption that
is far from reality in the current NISQ era. In practice, the inherent noise in current
guantum devices degrades performance and complicates the learning process, which
a ects the model's generalization capabilities. This dissertation aims to understand
and quantify the e ects of near-term devices' inherent noise on the generalization ca-
pability of QML models and to develop robust theoretical guarantees that will guide

the design of practical quantum learning systems.

1.2 Foundation of Quantum Machine Learning
The 21st century has witnessed a computational revolution driven by the
advent of machine learning (ML) [2,3]. From image recognition [4 10] to natural
language processing [11 17], classical machine learning algorithms have shown their
capability to solve various real-world problems e ectively [15,18 21]. At its core, ML

involves training models to extract patterns from the data at hand and generalize



these patterns to unseen data [22 26]. However, as data dimensions grow and com-
putational tasks become increasingly intricate, classical ML approaches encounter
considerable limitations [27 32].

One of the primary challenges classical ML faces is the curse of dimensional-
ity [31,33,34]. As the number of features in a dataset increases, the computational
cost of training the model and inference grows exponentially [35]. Additionally, op-
timization algorithms that underpin ML models often struggle to converge e ciently
in high-dimensional spaces [36,37]. These issues are further compounded by the
need for larger datasets, leading to longer training times and higher energy consump-
tion [38 40]. These limitations require exploring alternative computational paradigms
that can address these bottlenecks.

Enter quantum computing, a revolutionary approach that leverages the princi-
ples of quantum mechanics to process information in fundamentally new ways [41,41 44].
Quantum computing diverges from classical computing by utilizing quantum bits, or
qubits, which can exist in superpositions of states [45 49]. This property allows quan-
tum systems to perform parallel computations, o ering the potential for exponential
speedup in certain tasks [50, 51].

In parallel with the rise of quantum computing, researchers began exploring
its intersection with machine learning, giving rise to the eld of QML [52 58]. By
combining the principles of quantum mechanics with data-driven learning, QML aims
to transcend the limitations of classical ML and unlock new possibilities in computa-

tional science.
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1.2.1 The Emergence of Quantum Machine Learning

Quantum machine learning represents a paradigm shift in how we approach
learning from data [94 96]. Unlike classical machine learning, which relies on deter-
ministic computations, QML leverages the probabilistic nature of quantum systems,
enabling it to explore multiple states simultaneously and solve problems intractable
for classical systems. This allows QML algorithms to represent and manipulate data
in high-dimensional Hilbert spaces e ciently [97, 98].

The origins of QML can be traced back to the early 2000s when researchers
began exploring the potential of quantum algorithms to enhance classical machine
learning tasks. Notable contributions during this period include the development of
guantum clustering algorithms [59], quantum algorithms for linear systems of equa-
tions [60], and quantum principal component analysis [61]. These early works laid
the foundation for subsequent advancements in QML, demonstrating the potential of
guantum computing to accelerate classical machine learning tasks. The timeline in
Fig. 1.1 gives an overview of key developments in QML betwe@007and 2024

The earlier works in QML focused on developing foundational quantum al-
gorithms for classical machine learning tasks like clustering, linear algebra, and op-
timization. These algorithms aimed to leverage the quantum properties of super-
position and entanglement to achieve computational advantages over classical coun-
terparts. About a decade ago, the eld saw re nements and new approaches, in-
cluding hybrid quantum-classical machine learning, parameterized quantum circuits,
and initial explorations into opportunities and challenges of Quantum Neural Net-
work (QNN) started to attract attention. These works explored the integration of

guantum and classical techniques to improve the reliability of QML models. More



recently, we began seeing applications in industrial contexts, greater exploration of
kernel-based quantum algorithms [80,99 105], barren plateaus [71,77,79,84,106 109]
in QNN, and investigations into the learnability of QNN [71,81 83, 110].

The emergence of QML has also been fueled by advancements in quantum
hardware, particularly by the development of NISQ devices. While these devices
are not yet capable of fault-tolerant quantum computation, nevertheless, they have
enabled the implementation of hybrid quantum-classical algorithms, such as the
Variational Quantum Eigensolver (VQE) [64] and Quantum Approximate Optimiza-
tion Algorithm (QAOA) [63]. While still in the early stages, the public availability of
IBM Q Experience, Google Quantum Al, Xanadu, Amazon Braket, and Rigetti For-
est has allowed researchers to experiment with quantum algorithms and develop QML
models. These research experiences are aided by the availability of quantum software
development kits like Qiskit, Cirq, and PennyLane and quantum programming lan-
guages (Q#) that facilitate the implementation of quantum algorithms to train the
models. As the eld of QML evolves, there is a growing focus on theoretical and
practical challenges, such as understanding the interplay between quantum hardware
and algorithm performance. While we shall discuss in depth the challenges due to
hardware constraints, there are nonetheless several training challenges that we shall
discuss rst.

A signi cant area of research has been the exploration of quantum kernels,
which leverage the inherent high-dimensional feature space of quantum systems to
enhance classical ML tasks [97,105]. Recent studies [80,85,101,111 113] demonstrate
how quantum kernel methods can achieve competitive performance in specic do-

mains, raising questions about their potential to outperform classical counterparts in



real-world scenarios [85]. However, the utility of these methods is often constrained
by the exponential concentration phenomenon [91], which limits the e ective dimen-
sionality [114] of quantum features and challenges the scalability of QML approaches.
The training and learnability challenge of QNNs is another area of intense investiga-
tion. Research on barren plateaus has highlighted the di culty of optimizing vari-
ational quantum circuits, particularly as circuit depth increases [71]. Strategies to
mitigate these challenges, such as layer-wise training [81] and parameter initialization
techniques [77], are actively being developed to improve the convergence properties
of QNNs.

Despite the tangible momentum around QML, many open questions remain
regarding how best to use quantum hardware for real-world learning tasks. One of
the driving forces behind the recent interest in QML has been the rapid expansion of
classical machine learning itself: deep learning [22,25,115 117], reinforcement learn-
ing [118 120], and generative models [121 123] have revolutionized diverse domains
such as computer vision, natural language processing, and robotics. This wave of in-
novation has raised a natural question: can quantum computing add yet another gear
to these already powerful methods? In principle, quantum superposition and entan-
glement might allow a neural network to explore solution landscapes too large to be
tractable on classical hardware. However, the key challenge is identifying which parts
of a machine-learning pipeline truly bene t from quantum resources. Not all tasks
will exhibit a meaningful quantum speedup or performance boost, so researchers have
been exploring quantum enhancements in kernel methods, approximate optimization,
and specialized linear algebra routines that might outpace or complement classical

counterparts under certain conditions.



Having established the historical and conceptual foundations of QML, we now
focus on the practical challenges posed by the NISQ era, where inherent device noise

fundamentally limits the performance and scalability of quantum algorithms.

1.2.2 NISQ-Era and the Curse of Quantum Noise

Despite its promise, the realization of the full potential of quantum computing
is hampered by technological constraints [49,124,125]. The current era of quantum
computing, often referred to as the NISQ era, a term coined by Preskill [44], high-
lights the two key characteristics of near-term devices: a limited number of qubits
(intermediate-scale) and the presence of signi cant noise that hinders their compu-
tational capabilities. NISQ computation is considered to be at level, the lowest of
the quantum computing implementation levels. While these devices hold promise for
tackling speci ¢ computational tasks [126 130], their susceptibility to noise presents
a formidable challenge that researchers are actively working to overcome. It is impor-
tant to note the scale of these devices for the context: as 2924 only two quantum
processors have ovet000qubits. IBM quantum [131], unveiled in2023 has1121su-
perconducting qubits, while Atom Computing [132] had180trapped neutral atoms
qubits. However, these systems are still in the early stages of development and are
notoriously ckle and error-prone.

The noise in quantum systems arises from environmental interactions (e.qg.,
thermal uctuations [133], electromagnetic interference [134]) and imperfections in
guantum gates [135], leading to errors (such as phase- ip errors, bit- ip errors, and
gate operation errors [41,136]). These errors collectively degrade the performance of

guantum computations. One of the primary e ects of noise is decoherence [137,138],
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which disrupts the delicate quantum states essential for quantum computation. Even
seemingly minor disturbances, such as a microwave operating nearby, can induce
decoherence and corrupt the quantum information [139]. This sensitivity to noise is
a major obstacle to realizing the full potential of quantum computers. In the context
of quantum computing and quantum machine learning, noise can severely impact the
accuracy and e ciency of computations [140, 141].

Quantum algorithms like the VQE and QAOA were designed to harness quan-
tum properties such as superposition and entanglement to achieve a computational
speedup in solving complex optimization problems. However, the presence of noise
means that these algorithms often deliver results that are approximations rather than
precise solutions. We provide examples of how noise a ects quantum algorithms in
Table 1.1. The table shows that noise can a ect di erent algorithms di erently, de-
pending on their sensitivity to speci ¢ errors and the required resources. For exam-
ple, Shor's algorithm, which promises exponential speedup for integer factorization,
is currently infeasible on NISQ devices due to its high qubit requirements and long
coherence times needed for accurate computation. Similarly, the QFT, essential for
signal processing tasks, is sensitive to gate errors and limited qubit coherence, lead-
ing to output distortion. These examples are illustrative of the challenges faced by
guantum algorithms in the NISQ era.

As the number of qubits and the depth of the circuits increase, the e ects
of noise accumulate, eventually overwhelming the quantum computation and ren-
dering the results unusable. This limitation restricts the problems that can be ad-
dressed with NISQ devices. Though theoretically promising, studies have shown that

deep quantum circuits are especially vulnerable to noise, accumulating gate errors



and experiencing signi cant decoherence [142,143]. As QML models are essentially
guantum circuit models [58, 105, 144], the distortion in the quantum circuit directly
impacts QML models. For example, noise can distort the loss landscape, leading
to phenomena like barren plateaus where the gradients needed for training become
vanishingly small [71, 84] that severely impact the learnability of these models. In
addition, the bene ts of quantum kernels are reduced in the presence of considerable
system noise and a higher number of measurements [44,80,85,91]. We highlight some
primary ways noise impacts quantum machine learning applications in Table 1.2.
The implication is clear: quantum algorithms, and by extension QML models, ex-
ecuted on NISQ devices are susceptible to considerable noise and may not work as
expected [80, 145 147], causing a divergence between theoretical predictions and em-
pirical results.

Despite these challenges, the NISQ era provides a valuable opportunity for
exploring noise-aware QML model design and error mitigation strategies. Rather
than viewing noise as a hindrance, one must perceive the NISQ era as a crucial phase
for testing and re ning quantum algorithms in a realistic setting that allows us to
develop robust and e cient algorithms for future fault-tolerant devices. On the one
hand, NISQ devices o er a window into the reality of imperfect qubits; on the other,
they facilitate the development of adaptable QML protocols that must account for
limited coherence times and uctuating gate delities. In the sections that follow, we
will explore how these noisy conditions in uence our understanding of the learnability

of quantum machine learning models.
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1.3 Learnability of QML and the Generalization in NISQ Era

Generalization refers to the model's capacity to perform well on previously
unseen data [24, 26, 148]. It is particularly important because we can have a bound
on this generalization ability of models, a.k.a generalization bound, that provides the
theoretical guarantees on the performance of a model on new data [149 151].

Generalization bounds are typically derived by bounding a complexity mea-
sure of the hypothesis class employed for learning [152]. These complexity measures,
such as Rademacher complexity [153], VC dimension [154], and metric entropy [155],
guantify the expressiveness [1,110, 156] or capacity of the model class. For instance,
Rademacher complexitymeasures the richness of a function class in a manner anal-
ogous to counting the number of parameters in a classical model, whdgantum
Fisher information quanti es the sensitivity of a quantum state to parameter changes,
thereby playing a crucial role in determining the e ective dimension of the model's
parameter space.

Several studies [83,111,146,150,152,157 162] have investigated generalization
bounds for QML exploring various approaches such as uniform bound [163], margin-
based bounds [164], and stability analysis [165]. These studies have provided valuable
insights into the factors in uencing the generalization capabilities of QML models,
including the architecture of QNNs [166 169], data encoding strategies [170 172], and
the choice of optimization algorithms [170,173,174]. Furthermore, some researchers
have looked into the impact of noise on QML [44,84,104,175], highlighting the chal-
lenges of maintaining the model's performance in the presence of noise. These noises,

arising from various sources like decoherence [136], gate errors, and other quantum
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phenomena during model training, pose a formidable challenge to developing QML
models that can reliably learn and generalize from data.

Although strategies for mitigating noise [88,127,127,176], have been proposed
to improve the performance of QML models, most existing research on QML gen-
eralization bounds [76, 85,111, 152,156, 158, 160, 177] focuses on idealized, noise-free
guantum computers. Researchers have also explored the QML model's generalization
capability in the context of quantum kernels [76,112,178]. However, these bounds
are often tailored to the speci ¢ algorithmic technique or problem at hand. Hence, a
comprehensive theoretical understanding of how noise a ects the generalization per-
formance of QML models is still lacking. This gap is particularly critical in the NISQ
era, where noise is unavoidable and can severely limit the theoretical guarantees as
well as the practical applicability of QML algorithms [111, 146,152,159, 160,179]. In
fact research work from [44,84,85,91,104, 112] have rigorously shown that quantum
noisy channels signi cantly hinder the QML capabilities and a ects their practical
applications.

The implication is clear: algorithms implemented on NISQ devices are sus-
ceptible to considerable noise and may not work as expected, causing a divergence
between theoretical predictions and empirical results. To fully exploit the potential
of QML models in the NISQ era, it is crucial to develop a deep understanding of these
constraints and establish a robust generalization bound that accounts for the impact
of the existing system noise and hardware limitations. Consequently, a dedicated
study to de ne and understand the generalization error bound for QML in the NISQ
era is not merely a theoretical interest but a critical necessity for the practical realiza-

tion of the potential of quantum computation. We note that in addition to inherent
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device noise, the generalization capabilities of the quantum neural network models
may su er from the barren plateau problem and quantum kernel models from expo-
nential concentration. We acknowledge that the training-induced noise di ers from
the inherent noise and is not considered in this dissertation.

In this dissertation, our core focus is to address this gap by investigating the
generalization capability of QML under a noisy channel for supervised quantum ma-
chine learning. Speci cally, we consider a scenario where a QML model is trained on
a noisy quantum setting, and the goal is to establish a bound on its generalization
ability. We achieve this goal by leveraging the quantum Fisher information met-
rics [180 187], parameter space volume, e ective dimension of parameter space, and
training sample size into a quanti able measure of complexity in noisy QML mod-
els and derive the generalization bound for near-term QML models. Consequently,
this dissertation bridges abstract theoretical concepts and the operational needs of
guantum learning architectures. The contribution lies not in proposing new computa-
tional primitives but in producing a rigorous theoretical structure that uses geometric
principles to inform model design. Throughout the upcoming chapters, we will build
from an examination of noise-dominated quantum computing (Chapters 2 4) toward
a broader discussion of how quantum-speci c features of the hypothesis space can
be leveraged or mitigated (Chapters 5 7), culminating in our derived bound that
employs quantum Fisher information, local parameter-space geometry and e ective

dimensions.
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1.4 Objectives
This dissertation investigates parameterized quantum machine learning mod-
els' learnability and generalization capacity. Speci cally, the dissertation leverages
guantum Fisher information and parameter-space geometry to derive a novel gener-
alization bound for QML models trained on noisy quantum devices. The primary

objectives of this dissertation are as follows:

1.4.1 Investigate Noise Impacts on Quantum Algorithms and QML
We begin by systematically examining how noise degrades the performance of
guantum algorithms (like Grover's) and quantum machine learning work ows. This
includes:
" Quantifying noise impact on known quantum algorithms and QML pipelines:
In Chapter 2 we focus on Grover's algorithm as a canonical example to un-
derstand how noise impacts the algorithmic performance when executed in

real hardware, while Chapter 3 broadens to typical QML tasks.

Exploring noise-mitigation approaches: Chapters (4 and 5) propose strategies
such as modi ed depolarization noise channels and learning-based measure-
ment observables that e ectively mitigate the noise. We discuss the measures
to reduce computational loads for Noisy channel executions and a QML ap-
proach to learning measurement operators that e ectively Iters out the

noise during measurement.

Empirical validation: We demonstrate these mitigation techniques validation

with experiments on real datasets (e.g., Iris [188]) and synthetic benchmarks.
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1.4.2 Survey Existing Theoretical Guarantees for QML
Although noise mitigation strategies can partially reduce the impact of noise
to some degree, a fundamental question remains: what are the theoretical guarantees
on the generalizability of QML models under NISQ constraints? To address this
guestion, we perform:
" Systematic literature review: Chapter 6 Perform the systematic literature

review of existing theoretical guarantees for supervised QML models.

~ Limitations in the NISQ era. We identify gaps in how most of the existing
works neglect realistic hardware noise, motivating the need for new theoretical

frameworks.

1.4.3 Derive a Noise-Aware Generalization Error Bound
Building on empirical insights from 1.4.1 and prior theoretical work from 1.4.2,
we rigorously derive a noise-aware generalization bound for QML tailored for NISQ
hardware. We assert the robustness of this bound in the following ways:
" Generalization error bound design: In Chapter 7, we integrate quantum
Fisher information, Rademacher complexity, and parameter-space geometry
to quantify generalization error under noisy conditions and propose a new

generalization bound.

" Re nements and validation: We re ne the derived bound using local parameter-
space geometry and conduct extensive experiments with varying noise levels,

comparing theoretical predictions to real-world results.
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These dissertation objectives address the gap in the current understanding of gener-
alization in noisy quantum machine learning models. By addressing these three objec-
tives empirical noise impacts, theoretical surveys, and a new noise-aware bound this
dissertation aims to unify practical noise mitigation and rigorous learning theory, ul-
timately guiding the design of robust quantum machine learning models in the NISQ

era.

1.5 Contributions
This dissertation makes several key contributions to quantum machine learning
and quantum computing. Examining the role of noise in QML performance and
integrating a rigorous theoretical analysis of generalization, this dissertation o ers
practical noise-mitigation techniques alongside deeper insights into quantum learning

theory. The main contributions are organized into three areas:

1.5.1 Development and Validation of Noise-Mitigation Approaches
" Modied depolarization channel: We introduce and formally prove a new
representation of the single-qubit depolarization channel that uses only two
Kraus operators and omits direct PauliY gate applications. This re ned
channel structure reduces matrix multiplications by approximately34% per
channel execution, thereby improving computational e ciency without sac-

ri cing accuracy. Empirical tests on the Iris dataset con rm the practicality

of this approach.
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" Robust Learning-Based Observables: We propose a framework for adaptively
" ltering out" noise during circuit measurement by learning observables that
are inherently resilient to various error channels. In experiments with six dif-
ferent two-qubit quantum circuits under depolarization, amplitude damping,
phase damping, phase-ip, and bit- ip noises across twenty- ve noise lev-
els, we demonstrate that these observables consistently outperform standard

measurement strategies in noisy conditions.

1.5.2 Review of Existing Theoretical Guarantees for QML

Systematic mapping study: We conduct a comprehensive survey of gener-
alization error bounds in supervised QML. This mapping study summa-
rizes the state of literature in choosing the quantum computation platforms,
standard datasets, optimization techniques, and the shared properties un-
derlying published bounds. By highlighting the limitations of current analy-
ses patrticularly those that overlook realistic noise the survey informs the
need for more robust theoretical guarantees in the near-term QML context.
To the best of our knowledge, this is the rst systematic mapping study of

its kind in the eld of QML.

1.5.3 Generalization Bound for Noisy QML Models
" Design of generalization bound: We rigorously derive the data-dependent
generalization bound for parameterized quantum models trained under noisy

conditions. The bound builds upon Rademacher Complexity, quantum Fisher
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information, Covering numbers, and parameter-space geometry to quantify

the generalization error of noisy models.

Re nements of the bound: We re ne the proposed generalization bound using
local geometry and the e ective dimension of parameter space to provide a

tighter estimate of the model's generalization error.

Theoretical and empirical validation: The derived bounds are validated through
experiments using QNNs on the lIris, Digits, and custom synthetic datasets,
subject to varying levels of depolarization noise. The result con rms that
the proposed bounds are both tight and consistent with observed empirical
performance, o ering a strong link between theoretical predictions and real-
world QML behavior.

These contributions advance the understanding of noise mitigation strategies, theo-
retical guarantees, and generalization ability for quantum machine learning models in
the NISQ era. By deriving practical noise-mitigation techniques and a data-dependent
generalization error bound, this dissertation provides a comprehensive framework for
developing robust and reliable QML algorithms that can operate e ectively in noisy

quantum environments.

1.6 Outline of Remaining Chapters
In the following chapters, we will build on the foundations discussed in this
introduction to derive a novel generalization error bound for QML with few interme-

diate yet critical ndings. The following chapters are organized as follows:
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Chapter 2 explores how noise degrades the quantum algorithm's performance
using Grover's algorithm as an illustrative example, highlighting the gap be-
tween promised theoretical speedups and real-world hardware constraints.
This chapter lays the groundwork for understanding the practical impact of

noise in quantum computations.

Chapter 3 delves into the unique vulnerabilities of quantum machine learning
pipelines in the NISQ era, discussing experimental results and theoretical

insights on how noise induces performance loss.

Chapter 4 investigates an alternative noise model to reduce performance-
degrading interactions. We propose that specic simpli ed noise channels

can perform quantum circuit operations without sacri cing performance.

Chapter 5 shifts focus to the algorithmic approach, where we show how ma-
chine learning techniques can be used to learn e ective measurement strate-

gies (observables) that mitigate the deleterious e ects of noise.

Chapter 6 provides an in-depth systematic literature review of theoretical
guarantees for supervised QML, clarifying what is known and what remains

unknown about learnability in noisy quantum machine learning regimes.

In Chapter 7, we present the centerpiece of this dissertation: a novel Probably
Approximately Correct (PAC)-inspired generalization error bound that lever-
ages quantum Fisher information and local parameter-space geometry to

prove the generalization ability of noisy QML models.
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" Chapter 8 concludes this dissertation by summarizing the key ndings, re-
ecting on the limitations of this work, and proposing directions for future
research to bridge the gap between NISQ-era constraints and the long-term

goal of fault-tolerant quantum machine learning.

1.7 Conclusion
This introduction chapter has introduced the foundational concepts of quan-
tum machine learning, highlighted the challenges posed by the NISQ era, and outlined
the critical issues related to generalization in noisy quantum environments. The ob-
jectives and contributions described here provide a roadmap for addressing these chal-
lenges through practical noise-mitigation techniques and rigorous theoretical analyses.
In the chapters to follow, we build on these foundations and objectives to present de-
tailed experimental validations and novel noise-aware strategies and rigorously derive
a generalization error bound that together advances the robust quantum machine

learning.
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CHAPTER TWO

Grover's Algorithm Under Noise: A Canonical Quantum Example

In Chapter 1, we established that near-term quantum devices, often called NISQ
system devices, are highly susceptible to noise and gate errors. These hardware lim-
itations can signi cantly degrade algorithmic performance, posing a crucial barrier
to quantum machine learning. Before diving into the impact of noise on QML in
subsequent chapters, given the challenges outlined in Chapter 1, we now focus on a
well-known quantum algorithm Grover's algorithm [189] as a canonical example to
illustrate how noise and hardware imperfections impact the performance of quantum
algorithms. This chapter demonstrates not only the theoretical promise of Grover's
algorithm but also how practical noise introduces deviations from ideal predictions.

Grover's algorithm is one of the most widely known quantum algorithms. It
o ers a quadratic speed-up for unstructured search problems compared to classical
algorithms [140, 141, 190 193]. In this chapter we show that one could construct
Grover's algorithm oracle to simulate classical logic functions, such ANDXORand
ORParticularly, provided the classical clauses, we construct Grover's oracle to search
for the initial input state from all possible states such that the classical clauses are
always satis ed, i.e., output 1, with high probability. However, as we will see, run-
ning Grover's algorithm on actual noisy hardware can lead to outcomes that diverge

substantially from the ideal case.

21



2.1 Background on Grover's Algorithm
Grover's algorithm is designed to nd a targeted item in an unstructured
database ofN items using O(p N) queries [189, 194, 195]. Classically, the search
would require at leastO(N) queries. The core mechanism behind Grover's speed-up
is amplitude ampli cation [196,197], achieved by applying two central components (all
details on the algorithm and background can be found in our previous work [140,141]):

(1) An oracleUs that introduces a phase shift [198 200] for the targeted state(s).

(2) A diusion operator Us that re ects the state about the average amplitude,
thereby amplifying the probability amplitude of the marked states.
P
In an n-qubit system, we typically prepare a uniform superpositiop i = e~ 7 *jxi.

The U; ips the phase of the winning state(s), and theUs systematically ampli-

es that state's amplitude until it dominates the measurement outcome. However,

the amplitude ampli cation process, central to Grover's speed-up, is susceptible to
errors [197,201 203]. Noise introduced via imperfect gate operations or decoher-

ence can distort the probability of amplitudes, leading to suboptimal ampli cation

of the target state. Circuit depth requirements, gate errors, and decoherence can

drastically reduce the probability of measuring the targeted state correctly.

2.2 Oracle Construction for Logical Circuits
While constructing an oracle from classical logical functions (using gates like
CNOT and To oli) is well de ned in theory, practical implementations on NISQ hard-
ware must contend with noise and limited connectivity, which can alter the intended

logical operations.
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In the following subsection, we show a mechanism to build a quantum anal-
ogous of classical logical gates likkND XORand ORfrom standard quantum gates
(CNOT, Tooli). Once composed, these become part of th&) that identi es the

targeted input states.

2.2.1 Grover Circuit with User-De ned Oracle

input, — input inputy, ———
input, input, input,
output —@ A) output QB output QB D é
(a) XOR gate (b) AND gate (c) OR gate

Figure 2.1: Building classical logical gates from standard quantum gates. All the qubits
are initialized to jOi. XORgates can be constructed using CNOT gates. If we apply the
CNOT gate to the rst two qubits and with the third qubit as a target, we get the XORyate.
If either of the rst two qubits is in state jli, the third qubit ips. The ANDgate can be
constructed using To oli gates. We get the AND gate if we apply the To oli gate to the rst
two qubits and with the third qubit as a target. If the rst two qubits are in state jli, the
third qubit ips. Similarly, the ORgate can be constructed using To oli and CNOT gates.
We can apply the To oli gate to the rst two qubits, and with the third qubit as a target,

we get the ORgate. If either of the rst two qubits is in state jli, the third qubit ips.

Algorithm 1 Constructing an Oracle from User-De ned Clauses

Input: n qubits, plus v clauses each describing a logic operation (e.¢, AND «)).
Output: A Grover-ready oracle Uj.

for each qubitg from 1to n do
Apply Hadamard gateH on g to create uniform superposition
end for
for each clausey; in {clauses} do
Implement gate (AND; XOR; OR;:::) using CNOT/To oli on the relevant
gubits
end for
Build full oracle Uy by combining the clause-speci c gates
8: Apply standard Grover steps: oracléJy followed by di user Us

N o

This section discusses the proposed algorithm (given in algorithm 1) for de-

signing a quantum circuit to construct Grover's oracle from user-de ned clauses.
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The algorithm requiresn qubits initialized at jOi and v number of clauses as in-
put. The clause de ned inqubit_number, Universal_gates, qubit_numberformat
(e.g.,qx AND @) decides the logical operation to be performed. Once we decide on
the sequence of clauses, we can chain the universal gates from Fig. 2.1 to form a
composite oracleJy, which then becomes part of the Grover search. Exploiting the
amplitude ampli cation, the customized circuit will output probabilities for all the
possible states inO(n + v) time complexity. The state with the highest probabilities
guarantees to yieldl on measurement (measured on a Pauli-Z basis) for the provided
clauses.

Apart from initialized n qubits, we require additionalv qubits for each clause
totaling (n + v) qubits. This additional requirement of ancilla qubits and up to ve
gubits access from IBM (when running this experiment in earl2022 limited us to im-
plement two/three qubits inputs with up to two clauses in a real quantum computer.
The oracle,Uy, is constructed under these abstractions and mathematical de nitions
described in the sectior? of Khanal et al. [140]. After creating a superposition state
using the Hadamard gateH applied to each qubit,H "joi ", we apply the user-
de ned oracle Uy that encodes logical clauses (e.gANDOR XORusing the construc-
tions above. A diuser Us then performs the standard amplitude ampli cation steps
(re ection about the mean). Repeating the oracle di user pairO(p 2") times ideally
ampli es the probability of measuring the targeted solution state. An example of a
complete circuit with 4 qubits and 3 universal clauses jgpi AND jsi ;jchi XOR jopi,
andjcpi AND jagi, is shown in Fig. 2.2. For a circuit with four qubits and three clauses,
we need three additional qubits by construction. The rst layer,l;, has Hadamard

operations, followed byUyUs and measurement. In Fig. 2.2, we show the gate design
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of our constructed oracle for the above-mentioned clauses between two dotted lines.

The standard Gorver's di usion operator followsUy.
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Figure 2.2: Quantum circuit for Grover algorithm with user-de ned oracle on clauses
jaoi AND jagi ;joni XOR jopi, and jopi AND jogi. Note that we need seven qubits in total.
Vo, V1, Vo2; andvs are the initial qubits for simulating universal gates. Simulating three clauses
requires an additional three ancilla qubits, namelycy; c1; and c,. cbits are the classical bits
required to obtain the,classical information from the quantum circuit. The circuit depth for
Grover's oracle is(2 7, Gij) + 1, where G; is individual gate depth. Please refer to the
gures in 2.1 for the actual circuit depth for each gate.

2.3 Experiments on NISQ Hardware

Figure 2.4: Histogram for clauses 0 AND
3,1 XOR 2, 2 AND 3 on four qubits cir-
cuit.

Figure 2.3: Histogram for clauses 0 AND
1,1 XOR 2 on 3 qubits circuit.
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In this section, we discuss the results obtained from idealized simulations to
those from actual quantum hardware. The results’ discrepancies highlight the im-
pact of noise sources such as gate errors, decoherence, and limited qubit connectiv-
ity factors are not captured in simulation environments but become crucial in prac-
tical experiments. The result agrees with our discussion on NISQ devices severely
impacting the results from Chapter 1.

We ran all our experiments on IBM quantum hardware and the quantum com-
puting framework Qiskit. We experimented on ibmqg_bogota and ibmq_santiago
chips to obtain real guantum computer results and on aer_simulator for the simu-
lation. Both chips were discontinued from services 006=17=2022 We acknowledge
that some institutions might provide better quantum computers and achieve better
results. Given the free access to the quantum computers during this experiment

timeline, we used the IBM quantum lab.

2.3.1 Simulation vs. Real Hardware Results

Consider a circuit that runs the clause® AND1 and 1 XOR2. With an input
of 110 we can trivially verify that the circuit yields 1 analytically. Given such clauses,
the previously de ned oracle,Uy, is guaranteed to nd these input sequences with a
high probability, 0.776 in this case (Fig. 2.3). Consider the rst claus® AND 1o
clarify. One can immediately conclude that it yieldsl if both inputs are 1. Combining
this result with the second clausel XOR 2t is only possible to obtainl as an output
if the third qubit is 0. So, without looking at any result, one can con rm that the
possible input to obtain1 as output for given clauses i41Q0 Our algorithm obtains

the same result. To generalize our algorithm, consider the claus@AND3, 1 XOR2,
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and 2 AND3. Fig. 2.4 illustrates the Histogram of the probabilities of the possible
states. The simulated quantum circuit yieldsl101as the most probable state with a
probability of 0:453 which is the right input sequence.

Observing these two results hints towards obtaining the correct input sequence
with a high probability. However, this is not always the case. While it is true
that the algorithm always nds the correct input sequence, it is not guaranteed that
the algorithm will always yield the right input sequence with a distinctively high
probability. Nevertheless, the correct input sequence is always the most probable
state. To illustrate this, consider a system of ve qubits with four clausesO0 AND1,

1 XOR4, 2 OR4, and 3 XOR0, and a system of eight qubits with six clausesd AND

1, 1 OR2, 2 XOR3, 3 XOR4, 4 OR6, and 5 AND7. One can nd various possible
states that satisfy the clauses. We highlight the most probable state in Table 2.1 and
Table 2.2 along with the computed probability for each possible state. The results
support the claim that as the number of clauses and qubits increases, the number
of possible candidate states also increases. The algorithm always yields the correct

input sequence with the highest probability.

We now discuss the insights on the results from simulation and real hardware. The
experimental comparisons con rmed that while the ideal simulation reliably produces
the expected high-probability state, the cumulative e ect of hardware noise can lead
to a major shift in the most probable outcome. This discrepancy is a direct mani-
festation of NISQ-era challenges. For instances, consider the claudeAND1 and 1
XORO (result in Fig. 2.5). The simulation results in Fig. 2.5a show that the most
probable state isj00 with probability 0:281 while the quantum computer results in

Fig. 2.5b show that the most probable state i§01i with probability 0:288 Similarly,
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(a) Simulation result for a given clause (b) quantum computer result.

Figure 2.5: Simulation and quantum computer results foD AND 1 and 1 XOR 0
clauses.

(a) Simulation result. (b) quantum computer result.

Figure 2.6: Simulation and quantum computer results for 0 XOR 1 and 1 AND 0O
clauses.

(a) Simulation result. (b) quantum computer result.

Figure 2.7: Simulation and quantum computer results 0 AND 1 clause.
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the least probable statg10 with probability 0:232in simulation results is the most

probable state in quantum computer results with probability0:281 for the clauseO

XOR Jand 1 AND 0 A similar trend can be seen in Fig. 2.7 for the clauseé AND

1. The most probable state in simulation results i$11i with probability 0:267 while

the quantum computer results in Fig. 2.7b shows that the most probable state ji$0i

with probability 0:281 Similar trend can be seen in g. 2.7 for the clausé AND 1

Table 2.1: Probabilities values fors qubits circuit with 4 clauses: a. 0 AND 1 b. 1
XOR 4 c. 20R 4d. 3 XOR 0.

String

Probability String Probability String Probability String Probability

11111
01100
01011
11011
01001
11000
10001
10100

0.02051
0.02148
0.02832
0.01465
0.03027
0.02734
0.02441
0.03223

11010
10011
01110
01000
00101
10101
00111
11101

0.01465
0.02441
0.02637
0.03125
0.01855
0.02051
0.01563
0.02051

00000
10110
00010
01111
10111
01101
00110
10010

0.02637
0.02441
0.03516
0.02930
0.01660
0.02734
0.01953
0.02539

10000
11001
11100
01010
00100
00011
11110

0.02441
0.01953
0.25879
0.03418
0.02344
0.02441
0.02051

Figures (2.6,2.5,2.7) shows an example where the same Grover circuit yields

near-ideal results in simulation but shows signi cant deviations on actual quantum

hardware. The mismatch stems from:

~ Gate errors and decoherence: Each CNOT/To oli can introduce an error,

causing amplitude damping or phase ip.

" Measurement noise: Real hardware measurements are subject to readout er-

ror. Quantum measurement is probabilistic, so each run must be repeated

(shots) to estimate probabilities. However, given limited access to long-queue

for a single execution, this approach is often unfeasible.
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" Limited qubit connectivity: Real hardware may not support arbitrary qubit
connections, requiring additional SWAP gates that introduce more errors.
The circuit from Fig. 2.2 is deep, wide, and highly entangled. Such circuits
accumulate errors and su er from qubit crosstalk [204 206].
These noise sources reinforce the broader NISQ theme: while quantum algorithms
like Grover's hold theoretical promise, their practical realization is constrained by
error rates and limited qubit connectivity.

The di erence in simulation and real quantum computer results brings the
issue of inherent quantum noise in current quantum devices. The experiments in
this chapter are trivial and targeted at the audience with no/few prior quantum
computing experience. The proposed algorithm can help the users to simulate any
classical logical circuits using universal gates into a quantum system. Provided with

the parsed operations (e.g., A AND B), our algorithms can provide the valid input

n+
2

results in O("3¥) complexity.

Despite the NISQ limitations constraining Grover's algorithm application in
the near future, the algorithm has been useful in designing secure secret-sharing in
two qubits case [190], extracting key Advanced Encryption Standard (AES) plaintext-
ciphertext pairs [192], constructing a gate for conditional phase-shift [207], cryp-
tography [208] and many searching problems. In theory, there are quantum algo-
rithms [42,76,136,189] that solve many of the classical algorithms e ciently, but we
lack the quantum computers to execute these algorithms. Although the current lim-
itations of quantum computers and qubits do not serve a major real-world purpose,

with the current advancement in the hardware [92,93,209], we believe it will surpass

classical computers in solving many classically hard problems e ciently in the future.
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2.4 Discussion and Conclusion

In this chapter, we looked into Grover's algorithm as a representative example
of how quantum algorithms are a ected by noise in NISQ devices. The di erences
between simulation and real hardware results highlight the challenges of gate errors,
decoherence, and measurement inaccuracies. While Grover's algorithm promises a
theoretical quadratic speed-up for unstructured search, we showed that even relatively
small circuits are vulnerable to error accumulation and gate delity issues, yielding
results that deviate substantially from ideal simulations. The noise-induced challenges
during the experiment executed in this chapter mirror those introduced in Chapter 1,
where noise and limited qubit counts constrain the practical capabilities of near-term
guantum computing.

The results from this chapter shed light on the tension between the theoret-
ical guarantee and the reality of NISQ-era quantum computation. While Grover's
algorithm is revered for its O(p N) complexity for searching in an unsorted array,
hardware noise e ectively reduces that advantage, especially for larger This once
again highlights the core point of the dissertation: that near-term device noise and
error rates are critical factors in determining the practical utility of quantum algo-
rithms. The results serve as a valuable analogy for understanding how noise can
hamper any algorithmic paradigm reliant on amplitude ampli cation, phase manipu-
lation, or deeper circuit structures. In quantum machine learning, similar amplitude-
based approaches such as quantum kernel methods or variational circuits can be
handicapped by the same gate delities.

The insights from these experiments not only validate our concerns from Chap-

ter 1 but also serve as a practical illustration of the challenges that will arise in more
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complex quantum machine learning circuits. As we transition to Chapter 3, the
lessons learned from Grover's algorithm will inform our exploration of how noise
impacts quantum machine learning models and the development of noise-mitigation
strategies.

From here, our focus shifts to quantum machine learning algorithms (starting
in Chapter 3). The insights obtained from Grover's serve as a cautionary tale: even
simple circuits can be derailed by decoherence, gate errors, and readout noise. In
examining QML, we will see how data-encoding strategies, parameterized gates, and
specialized optimization procedures might overcome or be exacerbated by these
obstacles. Ultimately, this lays the groundwork for robust QML protocols and the-
oretical frameworks that explicitly account for noise, culminating in the noise-aware

generalization bounds introduced later in the dissertation.
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CHAPTER THREE
Evaluating Quantum Machine Learning Models Performance Under Noisy Quantum
Channels

Through Chapters 1 and 2, we established how noise in the NISQ devices can
degrade even simple quantum algorithms like Grover's search. Understanding how
noise a ects quantum algorithms and quantum machine learning models is critical as
we navigate the NISQ era towards ISQ era [210]. More importantly, it is paramount
to answer, What can you do with a few noisy qubits? In a journey to answer this
very question in this dissertation, we now focus oguantum machine learningnodels
themselves, examining how quantum noise channel a ects QML models training and
generalization ability-a critical part of objective 1.4.1.

This chapter investigates the empirical behavior of QML models especially
Variational Quantum Circuit (VQC) [78,211 215] and feature maps under realis-
tic noise conditions. The results con rm our arguments from previous chapters on
hardware noise degrading the performance of QML models and emphasize the key
guestions about the optimal design of feature maps and circuit architectures for mit-
igating these e ects. The insights developed in this chapter will support our survey
of existing theoretical bounds (objective 1.4.2) and the subsequent development of a
noise-aware generalization framework (objective 1.4.3). As NISQ devices evolve, QML
stands at the forefront of possible near-term advantages, with approaches such as
Parameterized Quantum Circuit (PQC), quantum kernel methods, and variational

algorithms [99, 105]. The challenge lies not just in the inherent di culty of training
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PQCs but also in the interplay between model complexity, data encoding (feature
maps), and the type and severity of noise [140,216]. We speci cally explore how bit-
ip and thermal noise models in uence QML performance. We investigate whether
certain feature maps or circuit architectures exhibit greater resilience in noisy con-
ditions and whether more complex datasets might paradoxically be easier to learn
under noise.

In the sections that follow, we review core concepts such ¥QC and feature
maps (Section 3.2). We then describe our methodology (Section 3.3), including the
optimization approach and the noise models used. We present experimental results
on several classical datasets in Section 3.4.1 and discuss how di erent noise models
a ect the model's training. Finally, we conclude in Section 3.6 by synthesizing the
key insights that will inform subsequent chapters, where we explore strategies for

noise mitigation and design considerations for robust QML.

3.1 A Generic Quantum Machine earning Approach

Unlike classical ML, which relies on deterministic computations, QML lever-
ages the inherently probabilistic nature of quantum mechanics, enabling it to explore
multiple states simultaneously and potentially solve problems that are intractable
classically [52, 76, 85]. This property allows QML algorithms to operate in high-
dimensional Hilbert spaces with notable e ciency [97,98]. The central idea in QML
for the near-term era is to encode classical data into quantum states, process them
through quantum circuits, and extract predictions through measurements. We can

think of the process as analogous to a classical neural network: classical data is rst
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lifted into a high-dimensional space via a feature map, then processed by a parame-
terized circuit (akin to layers of neurons), and nally measured to produce an output.
The key di erence is that quantum circuits operate on superpositions and entangle-
ment, potentially o ering a computational advantage. The quantum circuit is typi-
cally parameterized by a set of angles, which are optimized to minimize a chosen cost
function. The optimization process is often performed using gradient-based methods,
where the gradients are computed using the parameter-shift rule [67, 73,217, 218].
Like classical ML models, the quantum circuit models are trained to minimize the
empirical risk. The key di erence is that the quantum circuit model operates on
guantum states and measurements, which can lead to quantum advantages in certain
tasks [98,211]. The generalization properties of QML models characterized by quan-
tum mechanics principles are particularly interesting, as they can provide insights
into the model's performance on unseen data.

Let us consider a classical input spac€ and a Hilbert spaceHs associated.
A central idea is to encode each classical data poirt2 X into a quantum state and
process it through a variational circuit to obtain measurement outcomes that can be

interpreted as predictions.

3.2 Variational Quantum Circuits and Feature Maps
VQC lies at the heart of many near-term QML approaches and serve as the
foundation for various hybrid quantum-classical algorithms [72,211]. A VQC is com-

posed of:

Y
U ) = Us(x)  Ua( i) (3.1)
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whereUs(x):= (x)jOi " is afeature-encoding(data-dependent) unitary with a map-
ping : X 7!'H, and U,( ;) are parameterized gates that we train via a classical
optimizer. In the QML setting, one can obtain the circuit result via the measurement

as:
f(x) = hJ(x; )jOjuU(x; )i; (3.2)

where O is a Hermitian operator (observable). When used for classi cation, we
optimize a cost function that measures the discrepancy between predicted lalfelsx;)

and true labelsy;. For a binary classi cation, a typical cost function is:

1 X 2
C() = N yi f(x)™ (3.3)
i=1

In practice, a classical gradient-based (or gradient-free) method updates the
parameters to minimize C( ) iteratively. This hybrid training scheme leverages
guantum processors to evaluaté (x) and classical processors for back-propagation
or gradient approximation. In this framework, the variational circuit acts like a
classical model's parameterized function, where the parametersire tuned to reduce
error. Next, we turn to the role of feature maps, which are crucial for embedding

classical data into the quantum state space. This process can signi cantly impact

model performance, particularly in the presence of noise.

3.2.1 Feature Maps

into a quantum statej i [98,144] (Fig. 3.1). A generic form of a feature map is given
by:

= o " (3.4)
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wherej (x)i is a data-dependent unitary that maps then-dimensional classical data
X to a quantum state in anN -qubit Hilbert space. In practice, the choice of feature
map|j (x)i critically determines how e ectively the data structure is captured in the
guantum state. A well-designed feature map not only preserves the inherent geome-
try of the data but can also mitigate certain noise e ects by distributing information
across multiple qubits. For example, the circuit in Fig. 3.2 uses a 2-qubit system
and 2-dimensional input features combined with learnable rotation gates (parameter-
ized by ). This feature map is designed to preserve the inherent geometry and is
classically intractable. Various feature maps [76,97,152,170 172] exist, each o ering
di erent levels of expressivity and computational overhead. Crucially, in the presence
of hardware noise, the stability of feature maps can vary signi cantly an aspect we

systematically explore in our experimental results.

Figure 3.1: lllustration of mapping datax 2 X into a high-dimensional quantum
Hilbert spaceHq via a feature map (x). The kernel k() corresponds to an inner
product in Hg.
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Figure 3.2: Example of a two-qubit quantum circuit encoding a 2D feature vector
along with learnable parameters. The circuit uses Hadamard gates, phase gates,
and entangling (CNOT) layers interspersed with rotation gatefRy or R,. The nal
measurement of each qubit yields the classi cation output.

3.3 Methodology

3.3.1 Problem Setup

We consider the binary classi cation problem withN labeled examplesp=
f(xi; ¥\, g, wherex; 2 R™ is anm-dimensional classical input ang; 2 f 1;1g. We
designed the experiment to mirror realistic NISQ conditions. In addition to a noise-
less baseline benchmark, we simulate two common noisy quantum channels: bit- ip
noise [135], which captures errors in quantum gate operations and measurements, and
thermal noise [219], which models decoherence e ects via relaxation and dephasing
times. We trained the circuit from Fig. 3.2 in a hybrid framework and optimized
its parameters using Simultaneous Perturbation Stochastic Approximation (SPSA)
optimizer [220 224], an optimizer known for its e ciency in high-dimensional and
noisy environments.

In the quantum domain, each classical data point; is encoded into a quantum
statej (x;)i viathe feature map, and the variational circuitU( ) is trained to produce
outputs that best approximates the true labelsy;. The quantum classi er outputs

the prediction via the measurement. Simply put, for a observabl®, we can obtain
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the predicted labely; as:

% =sign h (x)jU()OU()j (x)i ; (3.5)

3.3.2 Datasets

We experimented with six binary classi cation datasets freely available at the
scikit-learn machine learning library [225]. The selected datasets were: Isotropic
Gaussian Blobs, Concentric Circles, Iris (2-class variant), Adhoc (synthetic dataset
following reference [98]), Two Interleaving Half Circles, and Binary Classi cation
(custom synthetic). One can observe that the selected dataset, depicted in Fig. 3.3,
varies in complexity, geometry, and separability, which ts within our targeted goal

of evaluating the in uence of noisy quantum channels on a dataset and feature map.

3.3.3 Experimental Setup
We trained the 2-qubit variational quantum circuit given in Fig. 3.2 on the
above-mentioned datasets under three noise conditions:
(1) Noiseless Simulator (Baseline): This is a standard Qiskitgasm_simulator
simulator with 1024measurement shots in an idea situation. The results from

this simulator are our baseline.

(2) Bit-Flip Noise Model: This noise model introduces single-qubit and measure-
ment ip errors at probabilities p and correlated errors for two-qubit gates.
The noise model was con gured to ip a single qubit gate with a probability

of 0:05, and a probability of 0:1 was set to ip the state of a qubit during

41



Figure 3.3: Scatterplots of six di erent datasets used in an experiment, each preprocessed
for 2D visualization. Two Interleaving Half Circles is a synthetic dataset displaying two
interleaving half-circle distributions. Binary classi cation is a customizable synthetic dataset
generated for multi-class classi cation tasks. The Adhoc dataset is tailored for this circuit,
showcasing the versatility of data handling in machine learning. The classic Iris dataset is
a real-world dataset preprocessed for linear separatelibility. The Isotropic Gaussian Blobs
dataset generates isotropic Gaussian blobs that are ideal for clustering or classi cation tasks.
Lastly, Concentric Circles is a synthetic dataset with two classes distributed in concentric
circles. Each subplot in the gure represents a distinct data structure and classi cation task,
highlighting the diverse challenges in machine learning.
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measurement. A probability of0:05 was set for resetting a qubit to statgli

instead ofj0i.

(3) Thermal Noise Model: We used relaxation time constant; and dephasing
times T, (T, 2T;) to mimic realistic thermal errors for each qubit. In-
struction times for reset and measurement were set tb microsecond, with
single-qubit gates represented by Pauli gates and two-qubit gates by CNOT
gates.

The training cost function is de ned as the binary cross-entropy loss:

L(y;$)= ylogy) (1 y)logl ¥ ; (3.6)
wherey is the predicted probability from the quantum classi er. Each training session
runs for 300 optimization steps, and results are averaged over multiple random seeds
to ensure reproducibility. With the problem and experimental setup in place, we will

present the results and discuss the experiments.

3.4 Results and Discussion

3.4.1 Overall Performance

The experimental data, as presented in Table 3.1 and Fig. 3.4, clearly illus-
trate that noise degrades training performance and alters convergence behavior. In
particular, di erent datasets respond uniquely to noise, highlighting the importance
of both circuit design and feature map choice. We summarize the key ndings below

(we request the committee to refer to the full paper at [147] for a detailed discussion
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Figure 3.4: Training cost vs. steps for each dataset, under simulator (no noise), Bit-
ip noise, and Thermal noise. Note how noise can atten or delay cost convergence.
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Table 3.1: Performance of Various Datasets under Simulator, Bit- ip, and Thermal

Noise Conditions

Dataset Noise Train Acc. Test Acc.

Simulator 0.5125 0.50

Isotropic Gauss Bitip 0.375 0.20
Thermal 0.40 0.35
Simulator 0.90 1.00

Concentric Circles Bitip 0.73 0.55
Thermal 0.70 0.65
Simulator 0.9625 1.00

Iris Bitip 0.8875 0.90
Thermal 0.925 0.95
Simulator 0.995 1.00

Adhoc Bitip 0.945 0.95
Thermal 0.995 1.00
Simulator 0.90 0.90

Half Circles Bitip 0.90 0.85
Thermal 0.9375 0.90
Simulator 0.675 0.75

Binary Class Bitip 0.70 0.80
Thermal 0.7375 0.80
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on the scope of methodology setup. In this chapter, our focus is on discussing the
impact of noise on the performance of QML models and what we can learn from it):
" Isotropic Gaussian Blobs dataset showed a sharp drop in training and test
accuracies under bit- ip and thermal noise compared to the noiseless baseline.
The result implies that having a relatively simple geometric structure may not
be su cient to ensure robustness against noise. In other words, the datasets

with simpler complexity are more sensitive to noise.

Concentric Circles dataset retained moderate performance even under noisy
conditions, though bit- ip noise proved to be more disruptive than thermal
noise. The result supports our argument that the same dataset can perform

di erently under di erent noise models.

Iris dataset consistently achieved high accuracy in all conditions, suggesting
that its geometric structure aligned favorably with our chosen feature map
and circuit, making it more resilient to noise. The dataset is known for its

well-de ned classes, which may be easier for the model to learn.

Adhoc dataset achieved near-perfect accuracy, possibly due to a feature map
that perfectly represents the dataset distribution. This observation is crit-
ical and one of the key takeaways from this chapter. It is imperative to
choose/design the right feature map for the dataset to capture the underly-
ing data distribution e ectively. The proper encoding technique can help in

attenuating the noise e ects.

Two Interleaving Half Circles maintained accuracy above 85% even with noise,
indicating robust classi cation boundaries.
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" Binary Classi cation dataset interestingly achieved test accuracy exceeding
training accuracy. This suggests that the model may be under tting the
training data, and noise could be helping the model generalize better. On the
other hand, it might also mean that the noise prevents the model from using
all the information in the training data, leading to better generalization on
the test set.

The results from the experiments con rm our concerns from previous chapters about
the impact of noise on QML models. The results also highlight the importance of
feature map design and circuit architecture in mitigating noise e ects. The following

section discusses these ndings in detail.

3.5 Discussion
Our empirical analysis in this chapter highlights several facets of QML un-
der NISQ-era constraints. Below, we elaborate on the key takeaways and situate
them in the broader context of this dissertation.

" The Interplay of Dataset Complexity and Noise Resilience: From Table 3.1
and Fig. 3.4, a recurring theme is that datasets with more intricate struc-
tures (e.g., Iris, Adhoc) can exhibit better resilience to both bit-ip and
thermal noise compared to simpler distributions (e.g., Isotropic Gaussian
Blobs). While at rst counterintuitive, this phenomenon suggests that a
su ciently expressive variational circuit paired with an appropriate feature
map may be able to learn around certain noise-induced distortions, es-

pecially in datasets where the decision boundaries naturally require deeper
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expressivity. In contrast, overly simple tasks can lead to shallow or subopti-
mal solutions that do not leverage the full advantage of quantum resources,
leaving them more susceptible to random uctuations. However, it is impor-

tant to note the tradeo between expressivity and noise resilience, as deeper

circuits can also amplify the e ects of noise.

Feature Map Design as a Critical Lever: The results indicate that feature
maps are not merely data-encoding protocols but also powerful tools for con-
trolling how noise impacts model performance. Feature maps that entangle
data across qubits can highlight decision boundaries more robustly, yet they
may also introduce longer circuit depths and, thus, more opportunities for
errors. We observe that the Iris and Adhoc datasets bene t from a carefully
chosen feature map, preserving high accuracy even under moderate noise.
This observation hints at a design principle: feature maps must be matched
not only to the dataset's structure but also to the hardware's noise pro le.

In subsequent chapters, we will see how such design choices tie into broader

strategies for mitigating depolarization noise.

Circuit Depth vs. Noise Accumulation: Across all trials, a tension arises
between circuit expressivity and noise accumulation: deeper circuits may
encode more complex decision boundaries but risk accumulating detrimental
phase errors or amplitude damping. When analyzing the training curves,
noise can severely slow or stall convergence, particularly with bit- ip errors.
This emphasizes a central motif in the NISQ era: one must calibrate quantum

circuit depth, entangling layers, and parameterization to the noise budget
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of the device. This tradeo resonates with the ndings from Chapter 2,
where Grover's algorithm su ered from signi cant degradation even at modest

depths.

Toward Noise-Aware Model Selection: The consistent gaps between simulator
(ideal) results and noisy results remind us that classical-to-quantum perfor-
mance comparisons are incomplete without referencing the real conditions of
near-term devices. A strong performer in an ideal simulator may underper-
form on actual hardware unless its architecture or training process is tuned
for noise tolerance. This further motivates an approach to QML that explic-
itly models and compensates for noise whether through specialized ansatz
construction, error mitigation, or theoretical frameworks that account for de-

coherence in their complexity bounds.

Links to Generalization and Next Steps: Finally, these experimental outcomes
pave the way for a deeper investigation into how noisy QML models generalize
to unseen data. While our current focus has been on training/test accuracies,
a robust theoretical backbone is needed to guarantee performance beyond
the dataset at hand particularly when hardware noise is non-trivial. In

the upcoming chapters, we will integrate these empirical insights with more
formal treatments of noise-driven capacity limits, culminating in a noise-aware
generalization bound that captures the interplay of circuit geometry, feature
maps, and quantum hardware constraints. This approach aims to formalize

observations like some circuits handle noise better than others into rigorous
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statements about when and how QML can be expected to outperform classical

methods under real device conditions.

3.6 Conclusion

This chapter has showcased that while QML models hold promise for near-term
applications, their performance is critically limited under noisy conditions. These
ndings validate our concerns from previous chapters and provide a solid empirical
basis for developing the noise-aware generalization framework detailed in subsequent
chapters. Building on the noise challenges outlined in Chapter 1 and the algorithmic
perspectives from Chapter 2, this chapter reinforces the reality that NISQ hardware
noise is not just a theoretical nuisance it actively shapes QML model capacity.
The results here set the stage for the subsequent chapters, where we explore re ned
noise mitigation strategies (Chapters 4 5) and a noise-aware theoretical framework
for generalization (Chapters 6 7).

In the chapters that follow, we look deeper into presenting alternative noise
models (a simpli ed depolarization channel) that reduce the gates interactions (Chap-
ter 4), designing learning-based measurement observables (Chapter 5). We then pivot
to objective 1.4.2, in Chapter 6, to systematically review the theoretical guarantees
for QML. Ultimately, the lessons learned here will ow into Objective 1.4.3, where
we derive a new generalization error bound that explicitly accounts for noise in QML

(Chapter 7).
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CHAPTER FOUR

Alternative Noise Model for E cient QML A Modi ed Depolarization Channel

4.1 Introduction

Quantum noise remains a fundamental challenge across all aspects of quantum
computation and QML, as demonstrated in Chapters 1 and 2. In Chapter 1, we laid
the groundwork by introducing QML and outlining how NISQ devices impose severe
limitations due to inherent noise and errors. Chapter 2 illustrated these challenges
using Grover's algorithm as a canonical example, where the noise was shown to de-
grade algorithmic performance signi cantly. In Chapter 3, we extended our analysis
to QML models, examining the interplay between circuit depth, feature maps, and
noise in training variational circuits.

Building on these insights, this chapter focuses on a speci c alternative noise
model to mitigate the computational burden of simulating depolarizing noise. The
standard depolarization channel which employs three Pauli operators X;Y , and
Z) requires multiple matrix multiplications that increase simulation time and re-
source usage. Here, we proposearadi ed depolarization channelthat uses only two
error operators X and Z), thereby reducing the number of matrix multiplications
from six to four per channel execution. Our goal is to demonstrate both theoretically
and experimentally that this simpli ed noise model retains the essential characteris-

tics of the standard model while improving simulation e ciency.
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This chapter is organized as follows. In Section 4.2, we derive the modi ed
depolarization channel and prove its equivalence to the conventional model for single-
gubit systems. In Section 4.3, we present experimental validation using a QML model
trained on the Iris dataset, comparing performance and computational e ciency be-
tween the standard and modi ed noise models. Section 4.4 discusses practical appli-
cations and implementation details, including integration into existing QML work-
ows and potential bene ts for both simulation and hardware experiments. Finally,
Section 4.5 discusses the trade-o s and broader implications for noise-aware QML

development.

4.2 Theoretical Derivation

4.2.1 Standard Depolarization Channel

The standard depolarization channel models the loss of quantum state purity
due to noise by randomly applying Pauli operations [41]. For a single-qubit state with
density matrix , the standard depolarizing channel is de ned as:

E() = (1 p)+gXX+YY+ZZ; (4.1)

wherep is the depolarization rate. In this formulation, the qubit remains unchanged
with probability (1 p), while with probability p it is subject to a mixture of X, Y,

and Z errors. We can represent Eg. (4.1) using Kraus operators as:

X
0= KoK+ K KY+ K,KI+KsKY= KK/ (4.2)

where

Kozpﬁ)l, K1=ng, KzngY, K3= —Z,
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and | is an identity matrix. Although physically sound, the standard model requires
the evaluation of three Kraus operators and their conjugates (each involving two
matrix multiplications) plus the identity operation, resulting in a total of six matrix
multiplications per channel execution. This overhead can be signi cant, particularly
in circuits with many noise layers or when simulating on resource-constrained NISQ

devices.

4.2.2 Modied Depolarization Channel
To address these limitations, we propose a modi ed depolarization channel

de ned as:

;
EY)= 1 Z_Sf’ +2§pz X X z (4.3)

Here, the error due to theY operator is omitted and its probability mass is redis-
tributed between the X and Z operations. This modi ed channel still ensures that
the overall error probability remainsp, while reducing the number of operations.

We prove that for any single-qubit state , the output EY ) is equivalent
to E( ). The key observation is that theY operator can be represented a¥ =
iXZ , so its e ect is inherently captured by a combination ofX and Z. A formal
proof (given in theorem 4.1) shows that, when the coe cients are adjusted as in
Equation (4.3), the state transformation is identical to that of Eq. (4.1). Furthermore,
the channel E® is completely positive and trace-preserving, as veri ed by its Kraus

operator representation:
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P
These operators satisfy ;. K/K; = I, con rming the physical validity of the modi ed
channel.

Theorem 4.1.Eq. (4.1) and Eq. (4.3) are equivalent.

Proof. Consider the Pauli Matrices:
2 3 2 3

| 2 3 2 3
x=8"Z.v=9" '2.2-9" %2..-98" %
1 0 i 0 0 1 01
2 3

a
Consider an arbitrary single-qubit density matrix = 2 b% Substituting
c d

in Eq. (4.1) and Eqg. (4.3) and with trivial algebraic work, we get:
2 3

2af +2ad;  4bf+ bg

E()= EY )= 3 (4.4)

4+ ¢ 2d% + d

Hence, it can be seen that Eq. (4.1) and Eqg. (4.3) are the same for a single qubit and

for an arbitrary . ]

Next, we prove the validity of the Kraus operator.

Theorem 4.2.The following Kraus operators are valid operators for (4.3).

Proof. From Eq.(4.3), one can immediately see that the corresponding Kraus operator

q

corresponding to the term(1 %) is: 1 %I. Now let us consider the second

terminology of Eq.(4.3), i.e.,22Z(( X )TX)Z, which enables us to re-write without

loss of generality the following:

2p

2|OZ((x YTX)Z = gzx XZ (* = TandAXT = XA); foranyA 2 R* %

3

Next, we want a Kraus operatorK; s.t. K; K = ZX XZ .
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Thus, intuitively,
Ki/ ZX; Ki=jZX; (j is ascala}:
Following the Kraus operator completeness constraint, we can write:

KQK%/+ KlKJ)_/: l;

or
2
K.KY = gpl: (4.5)
q_
To satisfy Eq. (4.5), K1 must have a magnitude of 2—3? Therefore,
r__
2
K, = Epzx:
We added i' to correct a sign discrepancy while validating the operators,
resulting in:
r__
.2
Ky=i Epzx:

Any set of Kraus operators satis es the completeness property. That is,

X
KYK; = KIKo+ KYKy =1
i

Solving each of the Kraus operators squared individually, we can get,

KSKo=(1 2)I; KiKy= 2

2 2
) Ko+ KYKi=(@1 Py+ D=
3 3
This proves that the Kraus operators proposed in theorem (4.2) are valid Kraus

operators. O
It follows from (4.2) that we can re-de ne (4.3) as:

= KoK+ KK Y2 (4.6)

0
m
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In general, for a single qubit representation Egs.(4.1, 4.2, 4.3, and 4.6) yield
the same result.

The above derivations proved that the modi ed depolarization channel ex-
pression is equivalent to the standard equation. We further proved that the proposed
Kraus operators for Eq.(4.3) are valid Kraus operators. The next step is to show that
the matrix given by the modi ed channel is a valid density matrix. We must prove
that Eq. (4.3) is Hermitian, positive, semi-de nite, and has a unit trace.

Theorem 4.3.The matrix given by Eq.(4.3) is a valid density matrix.

Proof. First, we show that ¢ is Hermitian.A matrix is Hermitian if it equals its
conjugate transposeA = AY. To show ¢ is Hermitian, we calculate its conjugate
transpose using its de nition given by Eq. (4.6):

(m)=(KoK g+ KiK )

= (KoK )Y+ (K1 K {)Y

(K3 K3+ (K3 K] (- (AB)’ = BYA)

KoK ¥+ KK Y

0.
m -

SinceK and K ; are constructed from unitary matrices and complex numbers, their
conjugate transposes are their adjoints. Hence’, is Hermitian. Second, we show
that 2 is Positive Semi-De nite. Given the Kraus operators, and K 1, and density
matrix 9 we want to show that for any vectorv, the expectation valuev’ 9 v is

non-negative. Starting with the expression fow¥ 2 v:

W olv=W(KoK J+ KK Y)v:
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This expands to:
0,, — .
W ov= VKoK v+ WKy K Jv:
We can express each term as:

VKo K v = (Kv)Y (K3v);

VK1 K Iv=(KV)Y (Kiv);

wherewy = KJv and w; = K}V are vectors in the Hilbert space.
Since is a positive semi-de nite density matrix, we have for any vectow,

wYw 0. Applying this to wy and wy:

(Wo)Y wo O;

(w)Yw, O
Therefore, the sum is also non-negative:
W Olv=(wo)wo+(w)’wy O
which establishes that ?, is positive semi-de nite.

Third, we show that ¢ has Unit Trace ,i.e., T %) = 1. The trace of 9 is

m
given by:
Tr( )= Tr(KoK )+ Tr(Ky K ¥):
Using the cyclic property of the trace, we can rewrite this as:
Tr( )= Tr(K§Ko )+ Tr(KJKy ):
Computing KK, and K{K 1, we get:
2p

-

KiKo=( 3
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%),

K])_lKlz 3

Thus, the trace of 2 simpli es to:
Tr( o) = Tr(2 %pn ) Tr(%pl ):

As s a density matrix with unit trace, Tr( ) = 1, this leads to:

2 2
(= P 2=

2p+2p=1:
Therefore, © maintains the unit trace property, as required for any density matrix.

]

Next, we derive the expression on how Eq. (4.3) evolves when the depolariza-
tion channel is appliedm times on a quantum state that leads us to the following
corollary.

Corollary 4.4. When a depolarization channel witlp depolarizing rate is applied on a
single qubit quantum state up to m times, the resulting quantum state is de ned as

follows up to rst order in p:

ampy , 2mp

tm = TR+ TPZ((X)TX)Z + O(p): @7

And, for an observableOD, the expectation value is given as:

hOi o = TrfO §,9= TrfO g 2%)Trfo g+ 2%)TrfOZXT ™XZg (4.8)

From the above theorems and lemmas, we can conclude that the modi ed de-
polarization channel is a valid representation of the standard depolarization channel.
The modi ed channel reduces the number of matrix multiplications from six to four

per application, making it computationally more e cient while maintaining the same
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physical properties. This e ciency gain is particularly bene cial in QML applica-
tions, where noise is a signi cant concern. We will validate this claim in the next

section through experimental results.

4.3 Experimental Validation

(@)

(b)
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(©)

(d)
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(f)
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(h)
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(i)

)

Figure 4.1: Experimental results for decision boundary evolution presented in the bottom
gure and training dynamics in the rst gure for a QML model on the Iris dataset, with
varied noise levels ) and depolarization channel applied up to () times. The decision
boundaries are plotted for depths ofm = f1;3;5; 10; 159, at noise levels ranging fromQ:0
to 0:5. The gures are presented in chronological order in circuit depth. Accuracy and loss
graphs display the model's performance oveBO epochs, highlighting the impact of noise
rate and circuit depth on learning e cacy.
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Our experiments are designed to assess both the computational e ciency and
the impact on QML model performance when using the modi ed depolarization chan-
nel. In particular, we evaluate whether the simpli ed noise channel can indeed main-
tain model accuracy while reducing the simulation complexity, as claimed. The ex-
periments were carried out using simulated quantum circuits, with the noise channels
applied in software. All simulations were implemented in Python using the Penny-
Lane quantum computing framework [226] for convenience and exibility. PennyLane
allows us to inject custom noise channels into quantum circuits and measure their ef-

fect on a machine-learning task.

4.3.1 Quantum Circuit Setup and Dataset

We evaluated the noise models using a QML classi cation task on the lIris
dataset, where two classes (Setosa and Virginica) are distinguished using two features
(sepal length and sepal width). This restriction to two features allows us to encode
the data into a single qubit's state, which aligns with the single-qubit scope of our
noise model. Each data sample was encoded into a qubit state using a feature map
composed of rotational single-qubit quantum gates that embed the two feature values

as rotation angles. Speci cally, we employed an angle encoding scheme:
j i = RX(X1)RY (X)jOi ; 4.9

wherexg and x; are the feature values, andRX , RY are single-qubit rotation gates.
After data encoding, our QML model applies a small variational circuit (trainable
guantum circuit) on the qubit. The variational circuit consisted of a series of param-
eterized single-qubit rotations (e.g.Ry and Ry gates with trainable angles) forming

one or more layers. This hybrid quantum-classical model is trained to output the
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correct class label by measuring an observable (Paudi) on the qubit and using a

classical optimizer to adjust the rotation angles. The QML model can be de ned as:
f(x; )= Trfz %; (4.10)

with  © being the state after applying the noise channel. In our experiments, the
depolarization noise (standard and modi ed) was applied to the qubit state at vari-
ous points in the circuit. We examined scenarios with di erent circuit depthsrf 2
f1,3;5;10,159) and varied how many times the noise channel was applied within
the circuit. For example, in deeper circuits, the noise could be inserted after each
layer repeatedly (increasingn), simulating the cumulative e ect of noise on a longer
computation. We also swept across several values of the depolarization probability
(p 2 f 0:0;0:00% 0:005 0:01; 0:05; 0:08; 0:1; 0:59g) to observe how the QML model's per-
formance degrades with stronger noise. Each experiment was run twice: once using
the standard depolarizing channel and once using our modi ed channel, with the same
p and m settings. This head-to-head comparison isolates the e ect of the noise model
representation, as all other aspects of the QML model and dataset remain identical.

A detailed analysis of the experimental setup is provided in Ref. [147].

4.3.2 Computational E ciency Analysis

One of the primary advantages of the modi ed channel is the reduction in
computational operations per noise channel execution. We measured and analyzed
the computational burden of simulating the QML circuits under both noise models.
In line with our theoretical expectations, the circuits using the modi ed depolariza-
tion channel consistently required fewer matrix multiplications and quantum gate

operations during simulation than those using the standard channel. Analytically,
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for each single-qubit noise injection, the standard model us8%raus error operators
(plus the identity), whereas the modi ed uses onl\2 (plus identity). This translates

to a one-third reduction in the core operations needed to simulate the noise e ect.
Concretely, if a circuit called the depolarizing channelN times, the standard model
would perform about6N matrix multiplications, compared to 4N with the modi ed
model. This di erence is directly re ected in runtime: our PennyLane simulations ob-
served that training and evaluation runs with the modi ed noise channel completed
noticeably faster, especially for experiments with largen (many noise insertions).
The speed-up was modest for small circuits (as overhead is low to begin with) but
became more apparent for deeper circuits and larger numbers of noise applications.
Our analysis of the operations count showed that, while both models scale linearly
in the number of noise insertionsn, the slope of that linear growth is lower for the
modi ed model (re ecting the 4 vs 6 operations per insertion di erence). In practi-
cal terms, this means that as circuits grow more complex, the performance gap (in
simulation time) between the standard and modi ed noise modeling widens in favor
of the modi ed model. This e ciency gain is especially valuable for near-term QML
experiments, where simulation time and available computational resources are lim-
ited. It enables testing QML models with more layers or iterations of noise without

an explosion in cost.

4.3.3 QML Model Performance Under Di erent Noise Models
The most important question for validation is whether using the modi ed de-

polarization channel a ects the accuracy or training convergence of the QML model
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compared to the standard channel. We evaluated the performance of the QML clas-
si er under various noise conditions for both models. The encouraging result is that
the QML model's performance remained essentially the same with the modi ed noise
model as with the standard model across all tested scenarios. The modi ed channel
did not introduce any noticeable degradation in classi cation accuracy. For low to
moderate depolarization rates (the range most relevant to NISQ devices), the outputs
of the QML model were virtually indistinguishable regardless of which noise model
was used. This aligns with our theoretical proof thaE® and E have equivalent e ects
on the qubit state. In fact, when we directly measured the qubit's expectation values
(e.g., hZi) after applying each channel, we found only negligible di erences between
the two models for smallp. This held true even as we increased the number of times
the noise was appliedrf) and the number of quantum gates in the circuit. We ask the
committee to refer to Ref. [147] for an in-depth analysis of the experimental results
across di erent noise levels and circuit depths.

As we pushed to higher noise rates and deeper circuits, we observed the ex-
pected decline in model accuracy due to noise a phenomenon common to all QML
models facing heavy noise. Importantly, this decline occurred similarly for both noise
models. There was no evidence that the modi ed channel caused any extra penalty
beyond what the standard channel caused. For instance, at very high depolarization
probabilities, both models eventually led the classi er to output essentially random
guesses, re ecting complete depolarization of the qubit. The accuracy gap between
standard and modi ed channels remained near zero throughout. We did notice a
minute divergence for the most extreme cases (e.g., 15-layer circuits with noise after

every layer at the upper end op). In these cases, the di erence in the qubit's nal
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expected values under the two models grew slightly, but it remained minimal (most
di erences were belowd:01 in absolute terms). Such tiny di erences had no practical
impact on the classi cation outcome. This analysis reinforces that the modi ed de-
polarization channel is a reliable proxy for the standard channel, even in somewhat
noisy and complex QML settings.

Hence, our experimental validation demonstrates two key points: (1) The
modi ed noise model signi cantly improves computational e ciency for simulating
noisy quantum circuits, and (2) it preserves QML model accuracy and behavior just
as well as the conventional depolarization model. These results were consistent across
di erent circuit depths and noise intensities in our tests. The QML model's train-
ing dynamics (convergence speed, stability) also appeared unchanged when using the
modi ed channel, indicating that one can train a QML model with this noise model
without any adverse e ects. Therefore, we have strong evidence that the proposed
alternative noise channel achieves its design goals. Next, we turn to practical consid-

erations for applying this model and explore scenarios where it 0 ers clear bene ts.

4.4 Practical Applications and Implementation
The modi ed depolarization channel o ers immediate practical bene ts for
both quantum software simulation and, potentially, for quantum hardware calibra-
tion. In this section, we discuss how to integrate the modi ed noise model into QML
work ows and highlight use cases where its e ciency can be advantageous. We also
consider the implications of using this model on real quantum hardware and what

adjustments or considerations might be necessary.
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Integration into QML Simulation Pipelines: Incorporating the modi ed noise
channel into existing QML simulations is straightforward. Most quantum program-
ming frameworks (such as Qiskit, Cirg, or PennyLane) allow users to de ne custom
noise channels via Kraus operators or as a mixture of quantum operations. To use
E%in place of the standard depolarizing channel, one can specify the two Kraus op-
eratorsK; and K,. This custom channel can then be inserted into quantum circuit
simulations at desired locations (e.g., after each layer or gate) to mimic the e ect of
depolarizing noise. Because it uses fewer operations, each application of this noise
channel will consume less simulation time. Researchers or practitioners running large-
scale QML experiments (for example, hyperparameter tuning over many trials or sim-
ulating very deep circuits) can substitute standard depolarization with this e cient
channel to achieve faster run times. The improvement is transparent to the rest of
the QML pipeline the training algorithm and model do not need to be altered at all,
since the noise channel interface remains the same (only the internal implementation
di ers).

Use Cases for Improved E ciency: The advantages of the alternative noise
model become especially evident in scenarios such as:

~ Simulating Deep or Complex Circuits: In QML research, one often investi-
gates increasingly deep circuits to enhance model expressiveness, but noise
simulation becomes a bottleneck. Using the modi ed channel, a researcher
can simulate deeper circuits before hitting a resource or time limit, as each
layer's noise injection is cheaper. This is critical for exploring the performance

of QML models at the frontier of circuit depth in the NISQ regime.

69



" Resource-Constrained Hardware Environments: On actual quantum hard-

ware, if one wanted to implement a depolarizing noise model deliberately (for
instance, in a calibration routine or to test error mitigation techniques), it
might be easier to apply onlyX and Z errors at random than to includeY
errors. Many quantum devices have native gate sets that include (or its
equivalent) and Z rotations. In contrast, a Y operation can be composed
of X and Z. By focusing onX and Z with adjusted probabilities, one could
more readily approximate a depolarizing process without needing an extra
calibration for Y. This could simplify experiments where noise is injected in-
tentionally. Moreover, if classical co-processors are used to simulate parts of
the quantum system (digital twins or error injection logic), the lighter weight

of the modi ed model reduces its load.

Noise-aware QML Training: There is a growing interest in training QML
models with noise included in the loop (to make models robust or to learn
error mitigation). In such training, the noise channel is applied repeatedly
for every training sample and every iteration. Replacing the noise model
with a faster equivalent can drastically cut down the total training time,
enabling feasible noise-aware training for larger models. For example, training
a variational quantum classi er with simulated depolarizing noise could be
sped up by 33% (since four vs. six multiplications per noise, in theory) per

circuit evaluation, which accumulates over many epochs.

Large-Scale Simulations and Benchmarking: When running extensive simula-

tions for benchmarking quantum algorithms (where thousands of runs might
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be needed for statistical analysis), the time the modi ed channel saves can

translate to completing simulations in hours instead of days. This accelerates

the research cycle when testing algorithm performance under noise.
Implementation on Real Quantum Hardware: It is important to note that on real
guantum processors, one does not usually get to choose the noise the hardware
noise is an inherent property of the device. However, there are scenarios in which one
might emulate a noise channel on hardware. For instance, to test how an algorithm
performs under known noise conditions, one could randomly apply certain gates to
mimic depolarization. In such cases, implementing the modi ed channel would mean
randomly applying X or Z gates (with probability 2p=3 each) to qubits and doing
nothing with probability 1 2p=3. This is indeed simpler to implement than the
full depolarizing behavior (which would also involve occasionally applying ¥ gate).
Fewer gate types and fewer distinct error events can reduce control complexity. Addi-
tionally, many quantum error mitigation or error correction schemes involve inserting
additional operations or building noise models [227] a simpli ed noise model could
integrate well with these by providing an easier-to-characterize error process. For ex-
ample, if one uses twirling or random gate insertion to simulate depolarization, using
only X and Z gates might yield similar bene ts while being easier to analyze.

One should be cautious, however, that the modi ed model's validity is strictly
proven for the single-qubit depolarizing scenario. If the real hardware noise has signif-
icant contributions from other error types (non-Pauli errors [228 230] or multi-qubit
cross-talk [204 206]), the two-Pauli model might not capture those. In practice, our
model is best seen as an e cient approximation of an isotropic single-qubit depo-

larizing noise. It works well when depolarizing noise is the dominant error and can
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be independently applied to each qubit. In systems where noise channels need to
be applied to multiple qubits simultaneously (e.g., entangling gate errors that a ect
two qubits at once), one would have to extend the principles of our approach (this is
discussed more in the next section). Despite these considerations, the modi ed depo-
larization channel can be a valuable tool in the quantum software stack for improving
simulation e ciency and in certain hardware testing routines where a simpli ed noise

injection is acceptable.

4.5 Discussion

The development of the modi ed depolarization noise model highlights a pro-
ductive trade-o between computational e ciency and model accuracy. By carefully
redesigning the noise channel, we substantially reduced computational overhead with-
out sacri cing accuracy for single-qubit QML tasks. This balance is critical as QML
researchers need realistic models to trust the results but lightweight enough to simu-
late and analyze with limited resources. Our results show that, at least for single-qubit
noise, one can have the best of both worlds the modi ed channel is indistinguish-
able from the standard channel in terms of QML performance, yet it streamlines the
calculations needed. The success of this approach invites a deeper examination of
what approximations or optimizations might be possible for other types of quantum
noise.

It is worth re ecting on why the modi ed channel works so well. We removed
a redundancy in the noise representation: the three Pauli errors in an isotropic de-

polarizing channel are not independent in their e ect on a single qubit's state. By
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exploiting the relationships between Pauli operators (in particular, the fact that ap-
plying an X and aZ in some combination can mimic &), we reduced the channel's
complexity. The slight adjustment in probabilities ensured that the overall noise
strength and mixture remained the same. Because the modi cation was derived an-
alytically to be equivalent to the original, there was no inherent loss of accuracy
and this was borne out by both proof and experiment. However, similar reductions
might introduce approximations in scenarios beyond the single qubit. For example,
if we tried to drop some error components in a multi-qubit depolarizing channel, we
would need to ensure that the simpli ed model still adequately covers the possible
error space. The trade-o could then emerge in more complex systems: using fewer
operations might only approximately match the full error model. In such cases, one
would need to quantify any small accuracy loss and decide if it is acceptable for the
gain in e ciency.

Our results also showed the impact of circuit complexity on noise. As we in-
creased circuit depth and noise applications, the QML model's performance degraded
(as expected), and the minor di erences between noise models started to accumulate
slightly. This illustrates the general point that deeper circuits amplify the e ects of
noise. It suggests that long sequences might amplify any tiny discrepancies even if a
noise model approximation is extremely accurate for a single gate or short circuit. In
our single-qubit tests, the discrepancies remained negligible, but researchers extend-
ing this approach should keep an eye on error accumulation e ects in more complex
settings.

E cient noise models can also assist in designing error mitigation strategies.

For example, if a noise model is simpler, it might be easier to invert or simulate many
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samples. This is useful for techniques like probabilistic error cancellation [231 233]
or learning-based error mitigation [88, 234, 235]. Our model could facilitate gener-
ating large datasets of noisy quantum states for training a classical post-processing
correction simply because it is faster to sample from&® than from E for many runs.
In error correction, understanding the essence of noise with fewer parameters might
help optimize code performance or focus on the most signi cant error generators.
The key implication is that quantum noise models are not immutable they
can be engineered for e ciency just like algorithms can. This chapter's exploration
serves as a proof of concept that optimizing the representation of noise can yield tangi-
ble bene ts. As quantum computing progresses, such optimizations will be crucial in
bridging the gap between ideal theoretical models and practical, scalable implemen-
tations. By reducing the simulation cost, we enable more complex QML experiments

and possibly new approaches to making QML algorithms robust against noise.

4.6 Conclusion

This chapter investigated an alternative noise modeling approach to mitigate
performance-degrading interactions in quantum machine learning. We presented a
modi ed depolarization channel that facilitates the standard depolarizing noise model
by using only two Pauli error operators K and Z) instead of three. The mathemat-
ical derivation showed that this simpli ed noise channel preserves the essential char-
acteristics of the standard depolarizing channel. We derived the modi ed channel's
formulation and proved its equivalence to the conventional model for single-qubit

systems and the validity of its Kraus operator representation. This theoretical work
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established that the new model is a legitimate quantum channel (completely positive
and trace-preserving) and should yield the same physical outcomes as the traditional
model.

The ndings in this chapter directly address the e ciency challenges raised
in Chapters 1 and 2, and they build upon the QML model performance analysis
in Chapter 3. By providing a more e cient noise model that does not compromise

accuracy, this work lays the foundation for the next stages of our research.
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CHAPTER FIVE

Learning Robust Observables in Noisy Quantum Systems

In Chapter 3, we explored how quantum noise channels a ect the model's
performance. We built upon those ndings in Chapter 4 to propose a modi ed depo-
larization channel that required fewer computation resources to simulate. Chapter 4
made an e ort to mitigate the e ects of noise by reducing the computations by3%
per execution. In this chapter, we take a di erent approach to mitigate the impact of
noise by learning robust observables that can yield stable measurements under noisy
conditions.

A robust observable [88, 236] is a measurement operator whose expectation
value remains relatively invariant under noise. If the measured quantity can be made
insensitive to noise, the overall model (e.g., a quantum classi er) becomes more sta-
ble. Robustness in measurements translates to reliability in outcomes, which in turn
means quantum models can maintain relatively stable accuracy without requiring
excessive error correction [237]. Designing robust observables could improve the per-
formance and reliability of QML models, directly contributing to the advancement of
practical QML applications in the NISQ era.

In the following sections, we design a framework for learning robust observables
and derive the conditions under which an observable's expectation value remains
invariant under noise. We then train quantum circuits to learn such observables that

are more noise-robust than conventional options. Finally, we conclude by discussing
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the applications of robust observables in QML (such as quantum classi ers and kernel

methods) and their role in guiding noise mitigation strategies in the NISQ era.

5.1 Mathematical Framework

5.1.1 Problem De nition and Theoretical Foundation
We formalize the problem as follows: let be a density matrix of a mixed
guantum state andO be an observable (Hermitian operator) that we use to measure
. We consider an arbitrary noise channek acting on the . As seen in Chapter 4
Eq. (4.2.2)E is a completely positive, trace-preserving (CPTP) map that can be
represented by a set of Kraus operatork;, such that E( ) = P . Ki K 7. The ideal

expectation value ofO on (with no noise) is
hOiideaI = Tr( O ): (51)

We say the observableO is invariant under the noiseE (or that O is a robust
observable for channeE) if the noisy expectation equals the ideal expectation for
all states of interest. In the strongest sense, invariance for all states implies
Tr(O;E( )) = Tr( O ) for every . This condition leads to a powerful characteriza-
tion: the noise does not a ect the measurement outcome 6f. The following theorem
establishes the necessary and su cient condition for this invariance to hold.
Theorem 5.1.The expectation valuehOi of an observabléd on any quantum state
remains invariant under a noise channek (with Kraus operators K;) if and only if

eachK; commutes withO. Equivalently, KiyOKi =0 8i.
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Proof. Let O be an observable and be a2"-dimensional quantum state. For a general
guantum noise channeE represented by Kraus operator§K g, the expectation value

of the observableO under the noisy channel is given by:

X
Oig ,= TI(OE( ))=Tr O KK} : (5.2)

!
|
i
Using the cyclic property of the trace, we can write the expectation value as:

X
Oig ,=  Tr(KJOK; ): (5.3)

By assumption, K; commutes. That is, if every Kraus operator leave® unchanged

in this way, then for any state , we have,

X X
KiyOKi= O=0:

i i
Substituting this in Eq. (5.3) we have,

X X
i ,= Tr KYOK; = Tr(O )= hoi

So the expectation is equal to the ideal value for all. Thus, if eachK; commutes with

(5.4)

ideal -

O, O's expectation is indeed invariant under the channel satisfying the robustness
condition.

Necessity

Now assumenOig ) = Tr( O ) for all states . As derived above, this implies
the operator equalityP . KY/OK; = O. We need to show this, in turn, implies each
term in the sum is individually equal toO. Consider that the trace condition holds for
an arbitrary observableO and not just a xed one; no cancellation between the terms
KYOK; can depend onO. In fact, because the equalityp . KYOK; = O holds as an

operator identity, each term in the sum must separately satisfiK YOK; = O. If this

were not the case and say sonheijK,- 6 O, one could choose a particular or O that
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contradicts the summed equality due to linearity of trace and the uniqueness of the
operator decomposition. Therefore, eadd; must commute with O. This establishes
that the condition is also necessary. Combining both directions, we conclude that
P KYOK; = O for all O if and only if KYOK; = O 8i, i.e. eachK; commutes with

O. This completes the proof. m

Theorem 5.1 formalizes the intuitive idea that a measurement is una ected by a
noise channel precisely when the measurement shares a symmetry with the noise. If
the observableO lives in the commutant of the noise operators (meaninfK;0O] =0
for eachK;), then the noise cannot distinguish or change the outcomes associated
with O. This concept is closely related to the idea of decoherence-free subspaces in
guantum information [238 242]: just as certain subspaces of states can be invariant
under noise, here certain observables (those aligned with the noise's symmetries) are
invariant in their expectation values. In practice, however, non-trivial instances of

this condition are rare for complex noise channels.

5.1.2 Invariant Observables under Depolarizing Noise

We now examine the speci ¢ conditions for an observable to remain invariant
under the depolarizing channel, a prominent noise model introduced in Chapter 4.
The depolarizing channel randomizes the state partially or fully towards the maxi-
mally mixed state. For a single qubit, the depolarizing channégepo( ) can be de ned

as (from Eq. (4.3)):

Bepa( )= 1 3 +3Z X X Z (5.5)
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Applying Theorem 5.1, the condition for an observabl® to be invariant under
Edepor is that O commutes withl; X; andZ. The only operators that commute with all
Pauli matrices are proportional to the identity and the identity itself. Aside from the
trivial observable |, no non-trivial single-qubit observable can remain fully invariant
under depolarizing noise. In other words, for any non-identit{D, there will be some
e ect of depolarization on its expectation value.

However, instead of relying on a lucky choice of a naturally invariant observ-
able, we seek to learn the observable that is as robust as possible under a given noise
channel. Even if full invariance (zero change under noise) is unattainable, we aim to
nd observables whose expectations divert as less as possible from the ideal expec-
tation value as the noise rate increases . In the next section, we leverage machine
learning techniques to identify such approximately invariant (robust) observables for
various circuits and noise models, and we compare their performance to standard

measurements.

5.2 Empirical Study
This section describes an empirical study designed to learn robust observables
in practice and evaluate their performance. We begin with the experimental setup:
the quantum circuits, noise models, and the learning procedure used to train observ-
ables. Then, we present the results of numerical simulations, comparing the learned
robust observables to conventional ones and examining how well the theoretical pre-

dictions hold.
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5.2.1 A Toy Example: Bell State under Depolarizing Noise

In this toy example, we establish that it is indeed possible to learn an observ-
able that is more robust to noise than others. We consider an observalfleto be
more robust than observableO? if the expectation value ofO diverts less from the
ideal expectation value as the noise rate increases. For example, consider the Bell

state, B.. . The state vector for this Bell state can be written as:
. i
= p—é(JOO + j11i): (5.6)

Which can be represented in a density matrix form as:

0 1

100

1B0 0 0 (5.7)
“2B5 0 0

1001

We can compute the expectation value of an observab{@ on the Bell state using
Eq. (5.1) for the ideal expectation value. Next, let us consider the depolarizing channel
given by Eq. (4.3) to simulate the noise. We can then measure the expectation value
of O for the depolarized Bell state and compare it with the ideal expectation value.

The density matrix for the depolarized Bell state as can be expressed as:

I
depolarized = (1 p) + pzr
0
1 5001p
1B © 0 0 (5.8)
2 0 0 0
1 p
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We can measure the Pauli-Z observable on Eq. (5.8) to get the expectation value of
the observable on gepolarized- It is Widely known that as we increase the depolariza-
tion rate, the expectation value of the observables will change. Let us construct an

arbitrary observable Ogpimized given in Eq. (5.9). We can then measure the expec-

0 0:804 Q086 + 0:139 0:739+0:050 0:070 + 0:132 1
O = 0:086 0:138 0:302 Q087 0:122 0:277 +0:.019C .
optimized = £0:739 0:050 0:087 + 0:122 1:253 0133 +0:215"
0:.070 0:132 0:277 0019 0:133 0:215 0:470
(5.9)
tation of Ogptimized ON  depolarized USING EQ. (5.1). The observed are plotted plotted
on Fig. 5.1. The gure indicates that hOi remains consistent at approximately0:70
as the depolarization rate increases. Fig. 5.1 validates that the expectation value of
the custom observableOgpimizea ON the depolarized Bell state remains constant as
the depolarization ratep increases. However, conventional observables, such as the
Pauli matrices and Hadamard gate, do not. We use this example as a motivation

for investigating whether some observables are more robust to noise channels than

others.

5.2.2 Experimental Setup

To systematically study observable robustness, we selected a diverse set of
small quantum circuits and subjected them to various noise channels. Speci cally,
we considered six di erent two-qubit circuits under ve distinct noise models, for a
total of 30 circuit-noise combinations. These include four Bell states circuits, a two-

qubit QFT circuit, and a two-qubit highly entangled random circuit. We considered
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Figure 5.1: Expectation value of di erent observables on the depolarized Bell state
as a function of the depolarization ratep. Z is the Pauli-Z matrix, X is the Pauli-X
matrix, H is the Hadamard gate, andpimized IS an arbitrary single qubit Hermitian
measurement operator. The expectation value of the observalil&imizea remains
constant as the depolarization rate increases.
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the depolarization, amplitude damping, phase damping, phase ip, and bit ip noise
channels.

We varied the noise strength across a range of values for each circuit and
noise combination. Speci cally, we selected@l5 distinct noise probability (or rate) p
uniformly from 0 (no noise) to1l (maximally strong noise). This allowed us to observe
how the expectation values change as a function of noise severity.

The goal in each scenario was to learn an observalidg,,,s; that maintains
the same expectation value across all noise levels. More concretely, H&tijgea be
the ideal expectation of a reference observable in the noiseless case. We sought an
Orobust Such that hQopustiep ) hOI igear fOr all noise ratesp in the chosen range. This
Orobust Was found via a learning (optimization) process described below. Essentially,
we treat it as a supervised learning problem: the labels are the expectations in an
ideal case, and we train the noisy circuit to learn the observable that approximates
the labels.

For the reference observable, we chose the Paxli-observables on a single
qubit, say the rst qubit, in the ideal scenario. The choice oZ provides a concrete

target expectation: for each circuit's ideal state geq, We compute
y= Tr( Z ideal); (5-10)

as the expectation value oZ on the rst-qubit. This y serves as the target value
that the robust observable should reproduce even under noise. We emphasize that
Z is chosen as a representative conventional observable nothing in our method
depends speci cally onZ, and one could choose any observable's ideal expectation

as the target. UsingZ gives a consistent reference point across all experiments,
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and often, Z is the measured observable in many quantum algorithms, such as in
variational classi ers.

We initialize a trainable observable with the targethiZiiges = Yy in hand. We
parameterize Onust @S @ tensor product of two single-qubit Hermitian operators:
O=0; O, EachQ; (fori =1;2)isa2 2 Hermitian matrix, which we can
express aX0; = ; , a linear combination of Pauli matrices plus identity, equiva-
lently, determined by a set of parameters;. We initialize each O; randomly. This
means initially, Oopust IS SOmMe random Hermitian observable on two qubits. We then
evaluate how well this candidate observable performs: we simulate the quantum cir-
cuit, apply the noise channel at a giverp, measureO,,ust, and get an expectation
value ¢ that depends onp and the current parameters 0fOqnust- The loss function
is de ned as the mean squared error between this noisy expectation and the target

(ideal) value:

L(;p) = % 9y (5.11)
We treated each noise level as a part of the training data: the observable was trained
to minimize the discrepancy for every noise rate in the@ to 1 range, thereby explicitly
enforcing robustness across the entire spectrum of noise strengths.

To minimize the loss, we used a gradient-based optimization. Notably, since
the loss is a function of quantum expectation values, we computed gradients using
the parameter-shift rule [73,217,243] a quantum-aware technique for di erenti-
ating expectation values with respect to parameters in Hermitian operators. The

parameter-shift rule gives an exact gradient by evaluating the quantum circuit at
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shifted parameter values. For a parameter in one of the observable®;, the gradi-

ent of the loss can be obtained via:

@ 1 i
G ol Ll 3 (5.12)

which leverages quantum expectation evaluations at =2. Using these gradients,
each model was trained foBOOepochs with a xed learning rate (step size) od:1. By
the end of the training, the algorithm outputs a set of optimized parameters de ning

the learned robust observabl®©,,,.s for that particular circuit and noise channel.

5.2.3 Results and Analysis

Training converged successfully for aBBO circuit-noise combinations, yielding
a collection of learned observablca@fgg?St wherec indexes the circuit andE the noise
channel. A striking nding is that the learned observable's expectation value remained
approximately constant across the entire range of noise rates in each case. In other
words, after training, hoﬁgg,?sti g() h Ziigea forall p2 [0; 1]. This is in sharp contrast
to the behavior of conventional observables. If we had measured a standard xed
observable likeZ on one qubit or some other simple Pauli, the expectation value
would generally vary with p, often dropping signi cantly as p increases since noise
typically drives the state towards maximally mixed. The learned observables achieved
an almost constant value, with any residual variation being much smaller than the
variation observed for Pauli-Z. This indicates that the training objective was largely
met by keeping the expectation equal to the ideal value for all noise levels. The
training loss curves in Fig. 5.2b con rm that the optimization succeeded: the loss

(error) decreased rapidly (approximately exponentially) as training epochs progressed,

eventually reaching a very low value, indicating that the discrepancy between noisy
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(a) Expectation value of various observables on each circuit-channel combination. X-axis is
the noise rate for the corresponding channel, and the y-axis is the expectation value of the
observable. The di erent colors represent di erent circuits.

(b) Training loss for each circuit-channel combination. The x-axis is the number of epochs,
and the y-axis is the log scaling of the training loss. The di erent colors represent di erent
circuits.

Figure 5.2: Results of the empirical study on learning robust observables across 4
Bell states, a QFT circuit, and a random circuit under depolarization, amplitude
damping, phase damping, phase ip, and bit ip noise channels.

87



and ideal expectations was minimized across the board. Using a logarithmic scale in
Fig. 5.2b highlights this exponential decay of the loss. By the end of training, the
di erence betweenhQypysti gp and hOiigeas Was negligible for all samplegp.

We analyzed the operator properties of every learned observables to under-
stand the learned their nature better. As expected, all the learne@®,q,,s; are valid
observables: they are Hermitian operators with real eigenvalues and orthogonal eigen-
vectors. More interestingly, when we expressed each learned observable in the Pauli
basis, we found that eaclO,qys iS € ectively a linear combination of Pauli matrices.
This is not surprising given that any2 2 Hermitian matrix can be written in the
Pauli basis, but it tells us that the training did not produce some exotic operator
outside the usual space rather, it adjusted the weights of identityX;Y; and, Z
for each qubit to nd a combination that is noise-resistant. In several cases, the so-
lution had a clear physical interpretation. Thus, the learning algorithm sometimes
rediscovered the intuitive solution (when it exists), and in other cases, it found a
non-intuitive combination that achieved a balance between keeping some information
and being noise-tolerant.

We also investigated how speci ¢ these learned observables are to their training
scenario. Ideally, one might wonder if an observable robust for one type of noise

could also be robust for another, perhaps indicating a more general noise-insensitive

(cE)
robust ?

quantity. To test this, for each learned observableD we applied it to other
circuits and noise channels (alBO combinations) and measured its expectation. The
results showed that, in general, an observable learned for a particular circuit and

noise did not remain robust outside its original context. This was expected because

each learned observable had essentially encoded some knowledge about both the state
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and the noise process on which it was trained. For example, an observable that was
robust for a Bell state under bit- ip noise exploited the symmetry of bit- ips (likely

by measuring X -type parity), but that same observable on a phase damping noise
did not commute with the phase errors and thus su ered decoherence. We did nd
a few instances of partial transferability: e.g., observables learned for the four Bell
states under the same noise channel were somewhat similar in structure; owing to
the symmetry of Bell states, an observable robust fgr *i might also perform well
for j i under the same noise. However, the observables had to be di erent across
di erent noise channels. This reinforces that robustness is highly context-specic

a one-size- ts-all observable for all noise types did not emerge in our study. Each
noise model requires its adaptation of the measurement.

We see a coherent picture comparing these empirical ndings with the theoreti-
cal insights. Whenever the learned observable achieved robustness, it essentially found
a way to satisfy (or approximate) the commutation condition from Theorem 5.1. In
all scenarios, the learned observables outperformed standard observables in maintain-
ing a high- delity output as noise increased. Quantitatively, if we de ne a robustness
error as the standard deviation ofhOi over the range ofp, the learned observables
had near-zero robustness error, while a conventional observable lkehad a signi -
cantly higher error in most cases. This clearly demonstrates the bene t of the learning

approach.
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5.3 Applications and Implications
The ability to learn robust observables has broad implications for QML and
the operation of quantum algorithms on NISQ devices. Here, we discuss how our
results can be applied to enhance di erent QML applications and what they imply
about strategies for reducing noise.

(1) Benets for Quantum Classiers and Variational Algorithms: Many QML
models, such as quantum classi ers, quantum neural networks, and varia-
tional quantum algorithms, rely on measuring an expectation value as the
nal output or as part of the training objective. For example, in a varia-
tional quantum classi er, one might encode data into a quantum state, apply
a parameterized circuit, and then measure an observable (oftéh on one
gubit) to get a classi cation score. Noise can cause this measured value to
drift or become unreliable, thereby undermining the classi er's performance.
Our ndings suggest that instead of using a xed observable that is chosen a
priori, one can learn the optimal observable during the training of the model
itself to maximize resilience to the specic noise present. This essentially
adds trainable parameters to the model, which can be optimized alongside
the circuit's parameters. By doing so, the model can adjust not just its state
preparation but also its measurement strategy to counteract noise. The re-
sult would be a quantum classi er that, for instance, consistently makes the
correct prediction despite decoherence on the qubits because its decision cri-
terion has been tuned to ignore the noise-induced changes. This approach
complements existing e orts in robust QML.: prior work [84,147,175,244] has

noted that inherent noise can hinder the training of QNNs and diminish their

90



(2)

3)

learning capability. By making the measured observable robust, we alleviate
one aspect of this problem, potentially allowing QNNSs to train deeper or with

less overhead from error-mitigation techniques.

Enhancing Quantum Kernel Methods: Quantum kernel methods such as
Quantum Support Vector Machine (QSVM)s involve preparing states and
measuring overlaps or inner products between states often through swap tests
or other measurements that yield the kernel value. It has been observed
that system noise can signi cantly reduce the quantum advantage that ker-
nel methods aim to provide [80,91,111,112]. One reason is that noise tends to
randomize the relative phases and amplitudes, making di erent states more
indistinguishable, i.e., kernels closer t@ or trivial values. Using robust ob-
servables could help maintain the delity of these kernel evaluations. For
example, instead of a simple observable that yields the overlap, one could
train an observable that accounts for typical noise on the states such that
the overlap value is measured more faithfully. In essence, the kernel estima-
tion itself becomes noise-resistant. This could preserve the performance of
guantum kernel classi ers in regimes where they would otherwise fail due to
noise. While implementing this would require a di erentiable training loop
around the kernel measurement, which is feasible, as our method shows, the
payo is potentially signi cant for maintaining quantum advantages in tasks

like classi cation.

Noise-Aware Feature Extraction: More generally, one can view robust ob-

servables as a form of feature extraction from noise-aware quantum states. In
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classical machine learning, one often crafts features robust to perturbations
or noise in data [245 247]. Here, the observable extracts a feature (the ex-
pectation value) from the quantum state. By training it with noise in the

loop, we ensure this feature is stable against the perturbations caused by the
guantum channel. This idea could be extended beyond expectation values to
more complex functionals of the state, but expectation values are the most

straightforward since they are linear and easy to measure.

Integration with Error Mitigation and Error Correction: It is instructive to
place the robust observables approach in context with other noise mitigation
strategies [127, 139, 248 252]. Techniques like zero-noise extrapolation [253],
randomized compiling/resampling [108, 254], and various error mitigation
schemes [251,255] have shown theoretical promise for improving QML results
under noise. Those methods typically involve modifying the circuit or com-
bining results from multiple circuit runs to eliminate or estimate the error. In
contrast, our approach does not change the circuit or require additional exe-
cutions it solely changes the measurement. This is advantageous because it
requires no extra quantum resources, i.e., no increased circuit depth or num-
ber of runs, aside from a training phase, and it can be used in tandem with
other methods. For instance, one could apply error mitigation techniques to
reduce noise levels, like in Chapter 4, and simultaneously use a robust ob-
servable to handle the remaining noise. If error correction becomes available,
for example, a portion of the qubits might be error-corrected, robust observ-

ables could still play a role for the uncorrected part of the system or simply

92



(5)

as an additional layer of defense. The synergy between robust measurement
and traditional error mitigation could yield a compound improvement. Since
robust observables e ectively learn to ignore the subspace of the state space
where noise acts, they can simplify the job of error mitigation by focusing on

the protected information.

It's worth emphasizing that robust observables do not violate physical limits
if noise has completely erased certain information, no measurement can
recover it. What they do is ensure that the information that is still present
despite the noise is captured as faithfully as possible. In the NISQ era, where
full error correction is not yet feasible, this approach is a practical way to
maximize the utility of noisy quantum states. We extract the noise-free
part of the signal by tailoring measurements to the noise. This concept aligns
with the broader theme of noise-aware algorithm design: rather than treating
the gquantum algorithm and noise as separate, we co-design the algorithm,

the measurement part of it in our case, with knowledge of the noise.

Implications for NISQ Applications: The results of this chapter have several
implications for current and near-future QML applications. First, the result
suggests that when deploying a quantum model, one should consider making
the observable a trainable parameter rather than a xed choice. This could
become a standard practice in variational algorithm toolkits. Second, our
ndings open up questions about the interpretability of these observables: in
classical ML, a robust feature might hint at an underlying pattern in data; in

quantum terms, a robust observable might hint at an underlying symmetry
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or conserved quantity in the quantum process. For example, if a certain
combination of Pauli matrices is found to be robust, it might correspond
to a conserved operator under the noise. ldentifying such structures could
guide physicists in understanding and perhaps engineering better quantum
processes.
Lastly, as quantum devices scale, the complexity of learning an observable will also
scale. Our study on two-qubit systems is a proof-of-concept; applying this to larger
systems will require e cient optimization techniques and perhaps simplifying assump-
tions. However, even modest improvements in noise resilience per qubit can have a
big impact when scaled up because the compound e ect of noise on many qubits is
severe. Therefore, integrating robust observables into larger QML could be a key

ingredient in pushing the boundary of what's achievable on NISQ hardware.

5.4 Conclusion

In this chapter, we have introduced the concept of learning robust observ-
ables in noisy quantum systems. By connecting theoretical derivations with empirical
demonstrations, we showed that it is possible to improve the resilience of quantum
measurements against noise a capability that directly addresses one of QML's major
challenges. Our theoretical framework (Theorem 5.1) established that an observable's
expectation value remains invariant under a noise channel if and only if the observable
commutes with the noise operators, providing a clear criterion for robustness.

Our approach complements other noise mitigation strategies and can be par-

ticularly valuable in the NISQ era, where hardware is noise-prone and resources are
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limited. By tailoring the measurement to the noise, we extract the maximum usable
information from noisy quantum states, thereby pushing the performance of QML
models closer to their noise-free ideals. Theoretically, our work raises the question of
quantifying partial robustness. We gave a binary condition for full invariance, but in
practice, we deal with approximate invariance. Developing a metric or theory for how
close an observable can be to invariant under a given channel could lead to more
rigorous guarantees on what improvement one can expect. This might involve gener-
alized eigenvalue problems or operator norm analyses. Such an analysis could reveal,
for instance, that there is a bound on robustness for certain channels, so we know the
best possible observable still has, say, a 5% variation in expectation. Understanding
these limits would set benchmarks for the performance of any learning algorithm.
This chapter tightly integrates with the overarching theme of this dissertation:
enhancing the reliability of QML in the face of noise. With the issue of inherent noise
in quantum systems being a fundamental challenge as discussed in Chapters (1-3),
we discussed the ideas of mitigating such noises in Chapter 4 through modi ed noise
channel, and in this chapter, we discussed the idea of learning robust observables
to mitigate the noise. In the next chapter, we do a systematic literature survey to
understand the theoretical guarantees of QML generalization capability under noise
(noise that might present even after applying mitigation strategies) and how existing

research addresses noise-related challenges.
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CHAPTER SIX

Systematic Literature Review on Generalization Bounds for QML in the NISQ-Era

In the preceding chapters, we established the foundational concepts of quan-
tum machine learning. We examined how noise in quantum circuits can degrade
model performance, along with mitigation strategies to counter these e ects. These
discussions clari ed that even if quantum models are made more resilient to noise
(as explored in Chapter 5), an essential question remainktow well do these models
generalize to new, unseen data™ classical machine learning, generalization the
ability of a trained model to maintain high performance on unseen data is widely
explored [24, 26, 148, 154, 256]. For QML models operating on NISQ devices, under-
standing generalization is arguably even more critical, as noise and hardware limi-
tations could exacerbate over tting or unpredictable behavior on new inputs. Thus,
building on the noise analysis and mitigation techniques from earlier chapters, we are
now in a position to investigate generalization ability, a.k.a generalization bounds for
QML in realistic noisy settings.

This chapter presents a systematic literature review of generalization bounds
in supervised QML in the NISQ era, aimed at synthesizing existing approaches and
identifying knowledge gaps. We undertake a comprehensive survey of research articles
and studies on what theoretical bounds, if any, have been proposed and how noise
present in quantum devices is considered. The objectives of this review are threefold:
(1) to categorize existing approaches to generalization in QML (e.g., purely theoret-

ical analyses vs. empirical evaluations), (2) to summarize key trends and ndings
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from these works, including the role of datasets, model complexity, and noise on gen-
eralization performance, and (3) to identify gaps, limitations, or open challenges in
the literature that will motivate further research. In doing so, this chapter explicitly
connects the insights from prior chapters on noise and error mitigation with the need
for rigorous generalization guarantees. We introduce the systematic review method-
ology below, following PRISMA guidelines [257,258] to ensure a comprehensive and

unbiased literature survey.

6.1 Methodology

Table 6.1: Search results from various sources

Source Field Result Count
Google Scholar All Fields 183

ACM Digital Library Title, Abstract 108

Semantic Scholar All Fields 106
Scopus Title, Abstract, Keywords 79

IEEE Xplore Abstract 58

Snow Balling 10
Duplicates 118

Article published before 2010 26

Total 688/544

6.1.1 Search Strategy

We began by formulating a broad search strategy across multiple academic
databases and search engines, including Google Scholar, IEEE Xplore, ACM Digital
Library, Scopus, and Semantic Scholar. We collected a total &78 articles from

various platforms, which, after accounting for overlaps and duplicates, resulted in
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Figure 6.1: The Prisma diagram provides the literature counts at various stages of
the SLR process. From the collected paper count 688 the duplicate Itration steps
excluded144 papers, and the eligibility criteria excluded507 papers, resulting in37
papers for the analysis.
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534 unique publications. We addedl10 articles that did not appear in the initial
articles but were relevant to this study. These articles were hand-picked during the
snowballing process. Among databases, Google Scholar provided the highest number
of relevant papers, totalingl83 after removing duplicates, representin@3.7% of the
entire collection. ACM Digital Library and Semantic Scholar followed, withL08 (20%)
and 106 (195%) papers, respectively. Scopus sourc@® articles, making up14:54%
while IEEE Xplore contributed 58 articles, which was10.:68% of the total. About
1.6% of articles were manually added. The search queries were designed to capture
the intersection of quantum machine learning with generalization or error bounds,
especially under noise. For example, we used query strings "Quantum' OR "quantum'
AND "Quantum Machine Learning' AND “error bound' AND “noisy' AND "NISQ' or
"Quantum Machine Learning' AND “error bound' to search for the relevant literature
from 2010 2023 At the end of the study, we identi ed 37 articles that met the
inclusion criteria. In Table 6.1, we summarize the paper extracted from each source.
Similarly, the identi cation and selection process of these articles is provided in the

PRISMA diagram in Fig. 6.1.

6.1.2 Research Questions
For this review, we focused on answering the following questions from the
extracted papers:
(1) What is the current state-of-the-art generalization bound for quantum ma-

chine learning applied to the NISQ devices?

(2) What are the current standard practices in QML in the context of NISQ?
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(a) Is the majority of the research focused on theoretical, empirical, or other

approaches?

(b) How is success measured in QML research: complexity, accuracy, train-

ing time, or other metrics?

(c) What types of datasets are commonly used in QML research: real, syn-

thetic, or others?

(3) What computing platforms/devices are used in the experiments?

6.1.3 Inclusion and Exclusion Criteria
We de ned clear inclusion and exclusion criteria to ensure the relevancy and
quality of the literature included in this review. These criteria were applied in a two-
stage screening ( rst on titles/abstracts, then on full-text) to Iter the papers most
relevant to our research questions. The criteria were as follows:
Inclusion Criteria:
~ Topic relevance: The study speci cally focuses on QML in the context of the
NISQ era, or at least discusses quantum machine learning algorithms where

hardware noise or error is a concern.

" Generalization or error bounds: The paper discusses generalization perfor-
mance, generalization error bounds, or theoretical bounds/inequalities related
to learning (e.g., Vapnik-Chervonenkis (VC) dimension, PAC bounds, con-
centration inequalities) in a QML setting. This also includes works on noise

impacts on learning performance or error rates.
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" Research approach:The work provides either a theoretical analysis (deriva-
tion of bounds or complexity analysis) or an empirical study (simulations or
experiments) that yields insight into the generalization of QML models. Pa-
pers with a clear evaluation of QML model performance on training vs. test
(unseen) data were considered.

Exclusion Criteria:

Non-English papers: Only articles written in English were considered (to

avoid translation ambiguity and ensure accessibility).

Irrelevant topics: Works that do not involve QML (for example, purely classi-
cal ML papers or quantum algorithms not related to learning) were excluded.
Also, QML papers focusing purely on algorithm accuracy or speedup without

discussing generalization or error analysis were excluded.

No generalization focus:Papers that mention QML but do not address gen-
eralization error, over tting, or learning theory aspects (e.g. focusing only on
implementation or speci ¢ applications without model evaluation on unseen
data) were ltered out. Similarly, works on quantum computing noise that

does not tie into learning performance or model training were not included.

Insu cient contribution or evidence: Opinion pieces, editorials, or non-peer-
reviewed preprints that did not provide substantial theoretical or empirical
evidence were left out to maintain scienti c rigor. However, established ArXiv
preprints with signi cant contributions were included if they met other crite-

ria.
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" Duplicates: If the same or similar work appeared in multiple venues (e.g.,
ArXiv and later in a journal), we treated them as one study; extended journal

versions superseded workshop papers when available.

6.1.4 Selection Process and Data Extraction

We formed a team of six members to ensure the study maintains rigor and
avoids biases during the selection process. These members had specialized back-
grounds in machine learning, quantum computing, and quantum machine learning.
During the rst phase (Phase 1 of screening, based on title and abstract, each paper
was assigned to two team members. Any paper that satis ed any exclusion criterion
or did not satisfy at least one inclusion criterion was removed. Papers that met the
topic relevance and at least one other inclusion criterion were kept for further review.
At this stage, 146 papers passed the title/abstract screening.

Phase 2 We addressed any inconsistencies in phase 1. We agged that the
decision for an article is inconsistent if both the reviewers had di erent decisions for
a paper during the phase 1 review. Of the 146 papers, 46 had inconsistent decisions.
Di erent team members who hadn't previously worked on inconsistency papers re-
evaluated each paper using the inclusion/exclusion criteria. This phase concluded
with 23 of the 46 disputed papers advancing to phasg, totaling 123

Phase 3 Each team member was assigned a subset of papers and was tasked
with thoroughly reading assigned papers and determining their suitability for the
review. They were asked to decide if the paper should be included in the study. By
the end of this phase27 papers were deemed relevant to our study.

Phase 4 Those who undertook comprehensive paper assessments in Phase 3 were
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then responsible for extracting key data based on a prede ned coding schema.
Snow Balling: This process included adding the papers that, for some reason, didn't
show up in the search result or were lItered during the above phase but are relevant
to the research. We added. 0 papers manually during the review process.
For each of the nal set of papers, we extracted important information and
categorized the work along several dimensions:
" Publication info: Year, venue (journal, conference, ArXiv), to observe the

timeline and outlets of this research.

" Type of study: Theoretical (derivation of bounds or proofs) vs. empirical (ex-
periments on hardware or simulators), or a mix. We also noted if the study
was primarily a conceptual/theoretical framework or a practical demonstra-

tion.

Generalization bound or measureThe type of generalization analysis used.
For example, some works use PAC-learning bounds or sample complexity
analysis. In contrast, others use bounds based on concentration inequali-
ties (like a quantum analog of Hoe ding's bound), complexity measures (VC
dimension, Rademacher complexity in a quantum context), or algorithmic
stability. We recorded the main theoretical tools or bounds each study em-

ployed.

Noise considerations: Whether the analysis considered quantum noise (and
how). Some papers assume noise-free quantum computers and derive bounds
analogous to classical ones, while others explicitly include noise models (de-

coherence, gate error rates, etc.) in either their theory or experiments. We
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noted the presence and type of noise model used, if any (e.g., depolarizing

channel, measurement noise, etc.).

Datasets and tasks:What data or tasks were used to evaluate generaliza-
tion? Many studies use standard classical datasets (like MNIST, Iris) for
benchmarking QML models, while others use synthetic or quantum-speci c
data distributions. We categorized datasets as real-world vs. synthetic and

noted speci ¢ examples.

Quantum hardware or simulator: Whether experiments were run on actual
guantum hardware (and which platform, e.g., IBM quantum devices) or sim-

ulators. This also re ects how practical and noise-a ected the results are.

Key ndings: A summary of what the study concluded about QML gen-
eralization (e.g., a new bound formula, evidence of quantum advantage in

generalization, observation of over tting behavior, etc.).

Table 6.2 presents the nal list of papers. In the next section, we present the results

of our analysis of these papers.

6.2 Result

In this section, we present the results of our SLR. We begin by discussing

the datasets and optimization techniques used in QML research. We then present

the performance metrics of the QML models and the platforms used for the exper-

iments. We also discuss the research approach, generalization and other relatable

error bounds, and the experimental and theoretical nature of the research.
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Table 6.2: List of nal papers

Title Reference Published Source  Publisher
Year

Robust Classi cation with [173] 2012 SemanticArXiv

Adiabatic quantum Scholar

Optimization

Implementable quantum [259] 2018 Google ArXiv

Classi er for Nonlinear Scholar

Data

Towards quantum machine [260] 2019 Google ArXiv

learning with tensor Scholar

networks

Error-mitigated [252] 2020 Scopus  Springer

data-driven circuit learning
on noisy quantum hardware

guantum classi er with [101] 2020 Google Nature
tailored quantum kernel Scholar

quantum Error Mitigation [69] 2020 IEEE IEEE
With Arti cial Neural

Network

The Born supremacy: [261] 2020 Scopus NPJ
guantum advantage and guantum
training of an Ising Born Inform
machine

Layerwise learning for [81] 2021 Scopus  Springer
guantum neural networks

On the expressibility and [1] 2021 ACM guantum
over tting of quantum (ACM)
circuit learning

A rigorous and robust [76] 2021 Scopus  Nature
quantum speed-up in Physics
supervised machine

learning

Robust quantum classi er [113] 2021 Scopus IEEE
with minimal overhead

[-QER: An Intelligent [262] 2021 ACM ACM

Approach Towards

quantum Error Reduction

Can Noise on Qubits Be [263] 2021 Scopus IEEE
Learned in quantum Neural

Network? A Case Study on

quantumFlow
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Continued from previous table, Table 6.2

Power of data in quantum  [85] 2021 Scopus  Nature

machine learning communi-
cations

Generalization in quantum  [158] 2021 SemanticAPS

Machine Learning: a Scholar

guantum Information

Perspective

quantum One-class [264] 2021 IEEE IEEE

Classi cation With a
Distance-based Classi er

Noise-induced barren [84] 2021 Google Nature

plateaus in variational Scholar

guantum algorithms

Encoding-dependent [152] 2021 Snow  quantum

generalization bounds for Balling

parametrized quantum

circuits.

The power of quantum [83] 2021 Snow  Nature

neural networks Balling Communi-
cation

The inductive bias of [112] 2021 Snow  NeurlPS

guantum kernels Balling

Towards understanding the [80] 2021 Scopus  quantum

power of quantum kernels
in the NISQ era

Problem-Dependent Power [166] 2022 Snow  ArXiv
of quantum Neural Balling

Networks on Multi-Class

Classi cation

Theoretical error [177] 2022 Google Nature
performance analysis for Scholar

variational quantum circuit
based functional regression

QOC: quantum on-chip [218] 2022 SemanticACM
training with parameter Scholar

shift and gradient pruning

guantum Perceptron [265] 2022 Scopus  AUAI
Revisited:

Computational-Statistical

Tradeo s

Implementation and [266] 2022 Google ArXiv
Empirical Evaluation of a Scholar

quantum Machine Learning
Pipeline for Local
Classi cation
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Continued from previous table, Table 6.2

Bandwidth Enables
Generalization in quantum
Kernel Models

Noisy quantum kernel
machines

A kernel-based quantum
random forest for improved
classi cation

The Dilemma of quantum
Neural Networks
Generalization with
guantum geometry for
learning unitaries
Ensemble-learning
variational shallow-circuit
quantum classi ers
Generalization in quantum
machine learning from few
training data
Understanding quantum
machine learning also
requires rethinking
generalization

guantum machine learning
beyond kernel methods

Out-of-distribution
generalization for learning
guantum dynamics
Dynamical simulation via
guantum machine learning
with provable
generalization

[161]

[104]

[102]

[168]

[157]

[267]

[111]

[160]

[268]

[162]

[269]

2022

2022

2022

2022

2023

2023

2023

2023

2023

2023

2024

Snow
Balling

Google
Scholar

Google
Scholar

IEEE

Snow
Balling

Google
Scholar

Google
Scholar

Snow
Balling
Snow

Balling

Snow
Balling

Snow
Balling

ArXiv

APS

ArXiv

IEEE

ArXiv

ArXiv

Nature

ArXiv

Nature
Communi-
cations
Nature
Communi-
cations
APS
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6.2.1 Dataset

Table 6.3 shows a wide diversity in the types of datasets and optimization
techniques used in QML research. The table o ers a glimpse into the current practice
of the eld. The dataset types vary from synthetic cases, often tailored to quantum-
speci c issues, to standard ones like MNIST [273], Fashion MNIST [274], Iris [183,188]
and University of California, Irvine (UCI) datasets. The use of synthetic data in many
studies suggests that QML is often operating in a proof-of-concept stage, possibly
due to the NISQ constraints. We observed a recurring use of the MNIST dataset
and its variants, which, while well-established in classical machine learning, raises
guestions in the quantum context. It's well known that quantum advantage is not
universal but problem-specic [275, 276]. Therefore, the frequency of MNIST and
other classical datasets might unintentionally misguide the eld into a comparability
trap with classical machine learning. This might hint at an ongoing struggle to
balance between speci city and generalizability in QML models. Similarly, synthetic
datasets, while necessary for proof-of-concept, should be complemented with real-
world datasets to ensure the practicality of the models. Studies should ideally focus
on problems that are inherently dicult for classical algorithms but are solvable
more e ciently on a quantum setup. This observation on the dataset preferences
leads to the question: Are we perhaps focusing on familiar grounds at the expense of
uncovering quantum advantage?

On the other hand, the optimization of QML models is a complex task. The
use of classical techniques such as SGD [277 279] or backpropagation [19, 280 284],

and their quantum counterparts [217, 270, 285, 286], is a topic of ongoing discussion
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Table 6.3: Comparative Overview of Datasets and Optimization Techniques

Reference Type of Dataset Optimization Technique
[262] Synthetic: Tabular with quan- Grid Search
tum gate as features
[101] Synthetic: guantum states OptimizelqGates (Qiskit)
parametrized by angles
[259] Synthetic: Linear and nonlinear Parameter-shift rule
dataset generated following [98]
[1] Real: Iris dataset and synthetic: Backpropagation (Simulator) fol-
Non-linear lowing [270]
[102] Real: Fashion MNIST, Breast Nystrom Approximation
Cancer and Heart Diseases
[104] Real: MNIST Least-square loss function mini-
mization
[266] Real: UCI and Iris Hamming distance optimization
[177] Real: MNIST _ _
Stochastic Gradient De-
scent (SGD) with Adam op-
timizer
[267] Real: MNIST and synthetic: Automatic dierentiation with
phase recognition Adam
[111] Synthetic: Ground states phase SPSA with Matrix Product State
[265] Real: Iris and synthetic: follow- Gradient descent
ing [148]
[85] Real: Fashion-MNIST and syn- Gradient Descent
thetic: Engineered dataset
[76] Synthetic: 2D points with hy- Convex quadratic optimization
perplane distance
[81] Real: MNIST Parameter-shift ~with  binary
cross-entropy
[263] Real: MNIST Qubit Mapping
[80] Real: Fashion-MNIST and syn- Grid search (Regularization pa-
thetic: Engineered dataset rameter)
[261] Synthetic: Engineered dataset SGD (Parameter-shift rule)
(QCIBM)
[252] Synthetic: 4-qubit circuit tar- Gradient-based (Adam,
gets Parameter-shift)
[260] Real: MNIST SPSA, Finite di erence gradient
[218] Real: MNIST, Vowel-4 SGD with Adam
[158] Synthetic: 2-Moon Variational quantum Info Bottle-
neck
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Continued from previous table, Table 6.3

[173]
[69]
[264]
[168]
[84]

[83]
[112]

[161]
[268]
[162]
[269]
[160]
[157]

[166]

Real: UCI and synthetic: Long- Adiabatic quantum optimization
Servedio, Mease-Wyner

Synthetic: Rand. quant. cir- Gradient descent (RMSE)
cuits

Real: Iris SGD

Real: Wine, MNIST SGD, SQNGD

Synthetic: Randomly generated quantum Approximate Optimiza-
graphs following [271] tion Algorithm

Real: Iris (First two classes) Cross-entropy loss with Adam
Synthetic: drawn from a uni- Mean square error with Kernel-
form distribution on [0;2 ]° target Alignment.

Real: FMNIST, KMNIST, Convex quadratic optimization

PLASTICC and Synthetic fol-

lowing [272]

Real: FMNIST Gradient descent with Adam

Synthetic: ~Random product Gradient Free Nelder-Mead

states

Synthetic: Har-random product Gradient descent

states

Synthetic: Generalized cluster Covariance Matrix Adaptation

Hamiltonian of N qubits Evolution Strategy

Synthetic.: =~ Random product Gradient Descent

states

Parity and FMNIST Gradient descent with Adagrad
optimizer
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between classical and quantum computation [287,288]. However, these classical tech-
niques may not be the most suitable for optimizing quantum circuits, particularly

in the presence of quantum noise [288]. The optimization landscape of these noisy
models is highly non-convex, leading to low convergence rates for SGD. Moreover,
the use of Nystrom approximation [289,290] or Hamming distance-based optimization
methods [291,292] may be an attempt to circumvent quantum hardware limitations.
Furthermore, the intrinsic di culty of these optimization problems is highlighted by

the NP-hard nature of training variational quantum algorithms [78]. Even shallow
variational quantum models, devoid of barren plateaus, have a superpolynomially
small fraction of local minima within any constant energy from the global mini-
mum [293]. Just as in classical machine learning [294, 295], these models become
untrainable without an appropriate initial estimate of the optimal parameters. In
addition, the exponential suppression of cost function di erences in a barren plateau
hampers the progress of gradient-free optimizers without exponential precision [79].
Learning can also be hindered without multiple copies of a state or if there is an
excess of entanglement within the circuit [107,285]. These challenges emphasize the
complexity of the optimization landscape in QML and the need for further research.
While innovative, these methods should be critically assessed to ensure they do not
compromise the potential advantages of a fully quantum approach, as they could re-
sult in quantum solutions that are neither faster nor more accurate than their classical

counterparts [296].
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Table 6.4: Prediction accuracy of various works on the MNIST and IRIS datasets.

References Dataset number ofAccuracy Setting

classes in (%)
[104] MNIST 3-(3,6,8) 94.50 Decoherence (Spin Dephas-
ing)
[267] MNIST 4-(,3,57) 95.00 Noiseless
[81] MNIST 2 - (6,9) 90.00 Noiseless

73.00 Shot Noise

98.04 Noiseless

88.24 Flip Error(0.01)

91.67 Phase Error(0.01)
77.78 Phase + Flip Error(0.01)
88.00 Noiseless

[263] MNIST 10

1260] MNIST 2 +(4.9) 80.60  Amplitude(0.04) and de-
phasing(0.03) noise
[218] vnisT  401.23) 6370 Trained on-chip

2-(3,6) 86.00 at ibmqg_jakarta

94.00 Noiseless
[168] MNIST 10 80.00 Gate noise

[102] FMNIST 10 93.30 Noiseless
EMNIST 2 - (0,3) 96.00 Noiseless

[80] 91.20 Depolarizing rate(0.05)
4-(0,12,3) 57.00 Trained on ibmg_manila
[218] FMNIST 2-(3,6) 90.70 Trained on ibmq_santiago
[1] IRIS 3 80.70 Gate noise(0.01)
[264] IRIS 2-(0,1) 98.89 Noiseless
[83] IRIS 2-(0-1) 2314 Trained on ibmg_montreal
FMNIST 2 92.60
[161] KMNIST 2 91.50 Noiseless
PLASTICC 2 78.90
[166] FMNIST 9 50.00 Noiseless
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6.2.1.1 Algorithm performance.In this section, we present the performance
of various models proposed among the selected papers. Our focus is on the perfor-
mance of these models on the classical dataset. A quick glimpse of these datasets is
presented in Table 6.3 and their performance in Table 6.4. We conveniently mapped
the Fashion MNIST or FMINIST classes to0 9 classes. When a study involves a
subset of classes, indicated in the table under the number of classes column, we indi-
cated it as(3 - (3,6,8)), implying that the work focused on three speci c classes 3, 6,
and 8. We also note that accuracies are presented in percentages, and when individ-
ual noise rates were speci ed in the original works, we include them for context. It's
apparent from Table 6.4 that the type and level of noise are pivotal in a ecting the
performance of the models. It is also evident that the performance of these models is
sensitive to noise. For instance, the model by [263] shows an impres€@8®4%accu-
racy on MNIST in a noiseless environment, but that number drops signi cantly under
both ip error and phase error conditions. Similarly, [1] model on the Iris dataset
experiences an accuracy @&0:7% under gate noise conditions. This result suggests
that even a relatively low noise level can have a measurable impact. The same pat-
tern is observed in work by [80] on the Fashion MNIST dataset, where the accuracy
drops from 96% in a noiseless setting to 91.2% under a depolarizing rate of 0.05. This
sort of degradation is not unique and appears across multiple works, emphasizing the
impact that di erent kinds of quantum noise can have on model performance. Mod-
els trained on actual quantum hardware generally have lower accuracies compared to
those trained in noiseless or simulated noisy environments.

Our analysis of the QML model's performance statistics across di erent works

informs us that the model's design could be integral in mitigating speci ¢ noise types.
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More importantly, these shifts in accuracy due to noise spotlight the challenges of
operating in the NISQ era, mainly when the noise rates are non-negligible. Addition-
ally, the performance accuracy of models trained on real quantum hardware raises
guestions about hardware-speci ¢ optimizations and the challenges this presents for
reproducibility. The performance also seems to vary when only subsets of classes are
considered, as seen in work like [80] and [260]; this often raises concerns about the ap-
plicability of these models to real-world scenarios where class distributions are often
imbalanced. It's also interesting to note that despite its simplicity, the Iris dataset
yields lower accuracies than more complex datasets like MNIST. This aligns with our
ndings from Chapter 3 Simpler datasets are often prone to be impacted by noise
which is re ected in the performance of these models [147]. The picture is clear: the
performance of QML models is not only sensitive to the type and level of noise but

also to the complexity of the dataset.

6.2.2 Bounds

This section discusses di erent bounds and complexities proposed in the se-
lected literature. This focuses on discussing the theoretical guarantees for QML pro-
posed across the literature under our inclusion criteria for model performance. The
authors from various articles have proposed numerous bounds in di erent categories
to provide a robust framework for evaluating the performance of QML models. One
of the most prominent categories is the generalization bound. We encourage readers
to refer to the original works for a detailed derivation of each bound, as deriving

such bounds is beyond the scope of this dissertation. In this chapter, we rst provide
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Table 6.5: Summary of Generalization Error Bounds, Complexity Criteria, and
Techniques in Collected Literature. Please refer to the list of glossaries for variable
explanations and other nomenclature used in this review.

Reference Bounds Criteria Technique Setting
O(poly(log(d)” N)) Query Com- Variational
plexity guantum  Per-
ceptron
[259] Runtime guantum En- Ideal
FC))(pon(Iongog(dIogN))) Complexity semble Learning
logN (subsampling
method)
[101] o] ﬁ Measurement State  delity- Noisy
Complexity based kernelized
quantum  dis-
tance classi er
[1] 2 dve 25+1 & VC Bound for PAC Learning Ideal
quantum cir-
cuit Learning
2 dve 2min Noisy
2d
s R R
[104] E(Q) E(g) % Generalization quantum Kernel Ideal
Ep[T{A 2] T EP] %+ error involv- Theory
N ing average
log(2) purity of en-
3 coded states
dp—
[1777 O # “, 2+ ©° Generalization Rademacher Ideal
Bound for Complexity for
Tensor Train functional re-
q_ Network gression analysis
[111] (@] % Generalization Metric Entropy  Ideal
) bound
[265] O Niniin t Success prob- Hybrid quantum Ideal
ability Proba- Perceptron
bility
[85] EqZDjh(x) f (X)] generalization Projected quan- Ideal
c & Bound of tum kernels

N

guantum
kernel models
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Continue from previous table, Table 6.5
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the generalization bounds in Table 6.5 and discuss these bounds categories and key
insights.

Generalization bound is an essential quantitative measure for assessing how
well a model is expected to generalize to unseen data. In a QML, this bound of-
ten o ers rich insights into the intricate interplay between quantum and classical
computational resources beyond performance indicators. This contributes to our un-
derstanding of the capabilities and limitations of QML algorithms. A careful analysis
of the generalization bounds provided in [76, 83, 85,111, 152, 158, 160, 162, 177, 269]
reveals a universal dependency on the dataset siXe This dependency aligns with
well-established understandings in classical machine learning that larger datasets re-
sult in better model generalization [24]. It's worth noting, however, that the in uence
of N on the bounds isn't uniform across the board; the magnitude of its impact varies
depending on other model parameters and method-speci c assumptions. Further-
more, the generalization improvements appear to follow a sublinear trend, as most
bounds show aO(p N) behavior with respect toN. Additionally, these bounds fre-
guently incorporate speci ¢ model parameters such as the Hilbert space dimensiod
in[1,83,85,152,177,268], the number of trainable quantum circuit gat€sn [111,162],
and parametersw in [76]. The bounds from [83,104,152,161,177,269] are additionally
bounded in variables that are method speci c. This implies two things: rstly, these
bounds are often tailored to the speci c algorithmic techniques or problem domains
they are designed for, and secondly, the bounds suggest avenues for model ne-tuning,
particularly by adjusting these speci ¢c parameters. Another noteworthy observation
is that quantum Kernel Theory is a recurring approach across many proposed general-

ization bounds [76,80,85,101,104,112,161]. In QML landscape, kernel theory appears
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to be serving as a foundational technique for constructing algorithms with both robust
performance and theoretically justi able generalization guarantees [97,105]. However,
it is crucial to emphasize that the e ectiveness of kernel methods trainability guar-
antees, due to convex loss landscapes [86, 105], hinges on the e cient estimation of
kernel values to a su cient precision [91]. This is particularly challenging because,
similar to the Barren plateau barrier in QNNs, hardware-induced noise in the near-
term serves as a source of concentration for quantum kernel values to be exponentially
concentrated towards some xed value over di erent input data [91].

On the other hand, Measurement complexity, de ned as the number and na-
ture of quantum measurements required to extract classical information from a quan-
tum system, plays a crucial role in determining the generalization capabilities of
QML models, particularly in noisy quantum systems. Caro et al. [152] establishes a
fundamental trade-o between the complexity of measurement observables and the
amount of training data required to generalize QNNs e ectively. Their work demon-
strates that while more complex measurements can enhance the expressivity of QNNS,
they simultaneously demand larger training datasets to achieve robust generalization.
This relationship is further explored in the context of quantum kernel methods, where
Refs. [76,178] provide rigorous bounds on the number of measurement shots required
to train delity-based kernels [98] successfully. Likewise, Wang et al. [80] result shows
an optimistic perspective that the quantum kernel generalization can remain competi-
tive with ideal scenarios when the number of measurements scale<d#! 3) provided
the noise ratep remains low. However, Ref. [91] presents contrasting results that
under conditions of exponential concentration in quantum kernel values, the required

number of measurement shots for precise kernel estimation scales exponentially. This
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dichotomy highlights the critical nature of measurement complexity in QML model
performance, especially in noisy environments. Additionally, measurement complex-
ity bounds proposed in Refs. [101, 113] o er insights into the algorithm's resource
requirements, speci cally, the number of quantum measurements needed to maintain
a certain level of accuracy in Kernel-based quantum classi er models. These bounds

exhibit a dependence orp. The bound O by Blank et al. [101], valid for

p < 05, reveals a quadratic dependency on the noise rape This relationship im-
plies that even small increases in noise can substantially elevate the measurement
complexity, potentially limiting the algorithm's practicality in noisy environments.

It is important to acknowledge that these bounds are primarily applicable within
the speci c context of kernel-based quantum models and may not necessarily extend
to other QML frameworks. Regardless, collectively, these works emphasize the del-
icate balance between measurement complexity, noise tolerance, and generalization
performance in QML models.

Next, we discuss the query and runtime complexities, as these factors are in-
strumental in determining the practical feasibility of quantum approaches. Query
complexity, which quanti es the number of interactions between an algorithm and an
oracle or database, provides insight into the information-theoretic e ciency of quan-
tum algorithms. Ref. [259] proposed a query complexity bound @‘(poly(log(d)p N)).

The bound exhibits a potential quantum advantage, as it scales polynomially with
log(d) and only with the P N, potentially outperforming classical algorithms for high-
dimensional data. However, this advantage must be weighed against the challenges

posed by measurement complexity in noisy quantum systems, as discussed eatrlier.

Runtime complexity, on the other hand, directly re ects the required computational
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time. The proposed runtime complexity boundO(pon(Iongog(dIogN))pW)
by [259] demonstrates a more intricate scaling behavior, with polynomial dependen-
cies on logarithmic terms of bothd and N. While this scaling is generally favorable
compared to many classical algorithms, especially for large datasets, it is important
to note that the actual performance advantage can be mitigated by the overheads as-
sociated with quantum state preparation and measurement, particularly in near-term
devices.

Furthermore, We observed that the authors also employ the VC dimension to
de ne generalization bounds. VC dimension plays a crucial role in understanding a
model's capacity to generalize, providing an upper limit on the complexity of learn-
able functions. The VC dimension, de ned as the largest number of points that a
hypothesis clasdH can shatter (i.e., perfectly separate regardless of their labeling),
takes on a distinctive form in quantum systems. Chen et al. [1] established a VC
bound for quantum models as2 d,. (25+1) 2d whered is the feature dimension
and N is the number of qubits. This bound highlights a fundamental di erence from
classical models: the VC dimension in quantum settings depends explicitly on the
number of qubits, suggesting that the expressive power of quantum models scales
with the size of the quantum system. Moreover, in noisy quantum environments,
the VC bound incorporates an additional dependency on the circuit depth,, as
observed in works by [83,111,152,162]. This three-way dependency on feature dimen-
sion, qubit count, and circuit depth represents a signi cant departure from classical
machine learning, where generalization typically depends primarily on the feature

space dimension and sample size. The inclusion of circuit depth in the VC bound
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for noisy quantum systems emphasizes the intricate relationship between model com-
plexity, noise, and generalization in QML. It suggests that deeper quantum circuits,
while potentially more expressive, may face greater challenges in generalization, es-
pecially in the presence of noise. Furthermore, these bounds hint at both potential
advantages and challenges for QML models. On the one hand, the dependence on
qubit count suggests that quantum models might o er enhanced expressive power
that scales e ciently with system size. On the other hand, the sensitivity to circuit
depth in noisy settings emphasizes the challenges of maintaining this expressivity in

practical, noisy quantum devices.

6.2.3 Computing Platforms

The choice of quantum computing platforms is a crucial aspect of QML re-
search, as it directly impacts the experimental feasibility and the generalizability of
the results. In Table 6.6, we provide the list of quantum computing platforms used
for an experiment by the work listed in Table 6.2. The IBM quantum platforms, such
as Melbourne, Ourense, Rome, and Montreal, appear quite popular. The Melbourne
processor, dl5 qubits system retired on08=09=2021, tends to be the most utilized in
the IBM quantum series, likely due to its higher qubit count and may be due to its
early market entry. Speci cally, Melbourne is used in works by [69, 84,102,262, 264],
Ourense by [80,101], Rome by [113], and Montreal by [83,84,263]. While using these
platforms is understandable, given their accessibility and the extensive support pro-
vided by IBM, it's important to note that the choice of platform can impact the

results and potentially create research bias. For instance, the noise rates and error
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Table 6.6: Various quantum computing platforms used for experiments in literature
for QML experiments

Reference Qiskit IBM PyQuil GENCI Pennylane Julia Tensorow MGCF QuTip
quantum
Platform

[262]
[259]
[101]
[1]
[102]
[104]
[266]
[177] X

[267] X

[85] X
[113] X

[81] X
[263] X
[80] X
[261] X
[252]
[260] X
[218]

[69] X
[264] X
[168]

(84]

[83]

[112] X

[161] X

[268] X
[162]
[269]
[157] X
[160] X

X

X

X

X XXX X

X X

x

X X X X X x

X X
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models of these platforms can vary, leading to di erent performance outcomes for the
same model.

Another crucial observation is the use of Qiskit, a popular quantum comput-
ing software development kit (SDK) from IBM. Refs. [1,69,101,102,161,262 264,266]
used qiskit for their experiment. This is unsurprising, given that Qiskit is one of
the early quantum computing frameworks that provided access to the simulation and
real devices from IBM. In addition, software simulation often provides the rst line
of feasibility tests for quantum algorithms. However, these results can be optimistic
compared to the NISQ devices since the simulators usually lack noise models under
normal settings. Furthermore, the use of Pennylane only in [112,168,177] is intrigu-
ing, mainly because Pennylane's focus on di erentiable quantum computing makes it
particularly well-suited for hybrid quantum-classical models. Additionally, the use of
Julia in [267] and TensorFlow quantum in [81,85] might suggest a move towards using
more traditional machine learning frameworks. However, one could argue that these
choices should not merely be about convenience or the ease of integration with clas-
sical models. They should also be critically evaluated for their capability to handle
guantum-speci c issues, such as error correction or the intricacies of quantum gate
operations.

It is imperative to acknowledge, however, that this distribution does not neces-
sarily mirror the broader QML community's platform preferences. Preliminary obser-
vations and informal surveys within the community suggest a signi cant and possibly
growing interest in platforms like PennyLane, Tensor ow quantum, and QuTip, which
may not be fully represented in our dataset. Refs. [297 299] are some of the works that

provide a comprehensive study on quantum computing platforms used in literature.
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In our ndings, the platform selections are far from arbitrary, in uenced by
factors such as ease of use, capability, and perhaps even academic and commercial
a liations. Observing these diverse platforms used in the experiment raises the is-
sue of reproducibility. How many of these works provide adequate information for
replicating their experiments on other platforms? We note that Pennylane has var-
ious plugins to make quantum functions accessible to di erent devices. The eld
risks becoming fragmented if results obtained on one platform cannot be compared

or reproduced on another.

6.2.4 Research Approach

Among the selected papers, the research approaches are diverse, with a mix
of theoretical and empirical work. Most of the research appears to use a theoretical
approach with empirical validation. Such an approach is necessary, especially in the
NISQ era, where empirical work can o er immediate insights into error rates, robust-
ness, and other practical considerations crucial for theoretical generalizations. Itis in-
teresting to note that various articles address core concerns in machine learning from a
guantum perspective, such as generalization bound [1,80,83,85,111,158,160 162,269],
kernel methods [80,101,102,104,112,161,268], and ensemble learning [102,162,262,267].
Unlike other works discussed in this review, [268] provides the lower bound for qubit
complexity for QNNs in an ideal setting. It is no surprise that these bounds are
expressed in terms of the feature space dimensidn This suggests that the eld
is actively addressing foundational learning problems, such as the true capabilities
and limitations of QML models and their robustness and error tolerance in a NISQ

environment. However, given that many of these approaches combine theory and

125



experiment, one can hypothesize that the eld is still working towards addressing

foundational learning problems, such as the true capabilities and limitations of QML

models and their robustness and error tolerance in a NISQ environment. We provide
such empirical results on classical data in Table 6.4.

Another interesting observation is the use of quantum kernel methods. Ker-
nel methods seem to be an attempt to utilize classical machine learning techniques
in quantum architectures to benet from the mathematical rigor of kernel theory
while aiming to harness quantum advantages. This could o er better generalization
for QML models [58]. Recent research has been motivated towards the quantum
kernel-based theoretical and experimental advancement, with studies establishing a
connection between supervised learning and quantum kernels [97]. For a class of ma-
chine learning problems, quantum kernel methods can solve them e ciently, which
is hard for all classical methods [76]. Furthermore, expressivity and generalization
capacity of quantum kernels have been investigated in studies by [1,104]. [85] found
that data availability can modulate the computational hardness of learning tasks.
However, [80, 104] reveal that the inner products or delity measures constituting
guantum kernels can be particularly susceptible to noise, thereby a ecting their over-
all performance and the reliability of the QML models built upon them.

Nonetheless, while quantum kernels have the potential to be advantageous
in NISQ settings due to their ability to nd better or equally good quantum mod-
els compared to variational circuit training [105], it is important to acknowledge
that they might su er from exponential concentration under certain conditions [91].

This phenomenon, while not necessarily a ecting the trainability of quantum kernels,
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can lead to poor generalization, where the model's predictions on unseen data be-
come independent of the input data, thereby undermining the expected advantages.
Ref. [91] identi ed the expressivity of data embedding, global measurements, entan-
glement, and noise as a source of the concentration in quantum kernel models. This
trade-o between the optimization advantages of quantum kernels and their poten-
tial generalization challenges is a careful consideration for kernel model design and
implementation.

Furthermore, the e ciency of data encoding plays a crucial role, with com-
pact encoding schemes potentially minimizing the number of gates required [103,171].
While both quantum kernel methods and QNNSs utilize quantum circuits to encode
data into quantum states, the role and function of these circuits di er between the
two approaches. In quantum kernel methods, the quantum feature map is explicitly
designed to project data into a high-dimensional quantum space, where classical al-
gorithms may then operate more e ectively, depending on the problem. This can
result in simpler classi cation circuits, as the complexity is handled by the classical
algorithm post-quantum feature mapping. In contrast, QNNs embed the data en-
coding within a parameterized quantum circuit, where the entire model, including
the quantum feature map, is optimized during training. As a result, the simpli -
cation observed in quantum kernel methods may not directly apply to QNNs. This
potential for shallower circuits and fewer gates in quantum kernel methods aligns well
with the limitations of NISQ devices, where circuit depth is constrained by noise [80].
However, it's important to note that the best choice between quantum kernels and
other QML methods depends on the speci c dataset, data-encoding ansatz, learn-

ing problem, and the available hardware [147,268]. On the other hand, QNNs can
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0 er signi cant expressive power and exibility in learning complex patterns [83].
However, this expressivity frequently comes with increased computation resource re-
quirements, especially with deeper architectures [81, 168]. This can pose challenges
for NISQ devices. Furthermore, concerns exist regarding the learnability and train-
ability of QNNs in noisy settings [82,168]. In contrast, quantum kernel methods often
bene t from guarantees of convex optimization and potential advantages in resource
utilization [113] but su er from exponential concentration [91]. Yet, their data scal-
ing limitations and reliance on speci ¢ kernel functions can restrict their applicability.
Additionally, data requirements for QNNs often scale with circuit depth and problem
complexity, potentially becoming substantial [81].

Another research approach in the nal paper list is ensemble learning for error
mitigation.Refs. [102,267] used this approach for error mitigation, suggesting that it
might be a practical strategy to make quantum algorithms more robust. However,
ensemble methods inherently require the collection of multiple models, which could
be resource-intensive. We do not nd any work explicitly addressing the trade-o

between improved performance and increased resource utilization.

6.3 Discussion
In this section, we synthesize insights from the literature on quantum ma-
chine learning generalization bounds to provide a coherent narrative that bridges
theoretical developments with practical challenges. We critically assess the contribu-
tions, limitations, and open questions in the eld especially in the context of the

NISQ era. Our analysis is structured around several key themes: the strengths of
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existing approaches, their limitations and gaps, the interplay between generalization,
measurement complexity, and quantum noise, and the speci ¢ challenges posed by

current quantum hardware.

6.3.1 Strengths of Existing Approaches

Several existing works have broken important ground by adapting classical
learning theory to the quantum domain. For instance, the derivation of explicit gener-
alization bounds for variational circuits by Caro et al. [111] is a strong proof-of-concept
that PAC-style guarantees can be formulated for QML models. Such results inject
optimism, suggesting that even with quantum complexity, one can obtain bounds
scaling polynomials rather than exponential in key parameters with training sample
size. Similarly, introducing algorithmic stability analysis to QML by Zhu et al. [300] is
a notable strength: it shows that one can move beyond hypothesis class capacity and
consider the learning dynamics to explain generalization. This mirrors developments
in classical deep learning theory and provides practical insights by highlighting the
importance of choosing proper training hyperparameters to ensure the QNN doesn't
overt. The focus on quantum kernel methods is another strength in the literature

kernels provide a relatively mature framework where one can sometimes leverage

known classical bounds such as generalization error bounded by eigenvalues of the
kernel matrix, and a few quantum-speci c kernel results [76,80] have shown clear ad-
vantages. Overall, the diversity of approaches is a positive sign that the community
is exploring multiple angles on a hard problem.

Empirical studies complement this by demonstrating generalization behavior

in practice: QML models often generalize well on small-scale tasks, sometimes even
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with only a handful of training examples, which is encouraging for the prospect of
quantum advantage in learning. The use of classical benchmarks, albeit with some
bias, has at least shown that quantum models can achieve performance on par with
classical models in familiar scenarios. The careful curation of these experiments, e.g.,
controlling circuit depth and comparing di erent optimizers, has yielded valuable
lessons, such as how circuit depth and, hence, capacity must be balanced with noise
to avoid degradation in test performance. Additionally, identifying phenomena like
exponential kernel concentration and barren plateau is a strength as it ags potential

pitfalls unique to quantum models, guiding researchers to adjust the model design.

6.3.2 Limitations and Gaps

Despite these advances, our review highlights several critical limitations. Per-
haps the most glaring is the idealized nature of most theoretical bounds. The majority
of formal results assume noise-free quantum operations and fully accurate measure-
ments. This starkly contrasts the reality of NISQ devices, which are crowded with gate
errors, decoherence, and readout noise. As a result, there is a disconnect: a model
that generalizes in theory might not do so once noise is introduced. The absence
of noise in the analysis is understandable, as quantum noise is complex and model-
dependent, but it limits the immediate usefulness of these bounds for current quantum
hardware. Quantum noise and decoherence e ectively reduce the model capacity by
scrambling information, but they also add uncertainty that can widen the general-
ization gap. None of the reviewed bounds explicitly include a term for noise-induced
error. This is a gap we aim to fill by introducing noise considerations

via quantum information measures in the next chapter
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Another limitation is related to the measurement process. In QML, obtain-
ing the output of a quantum model often involves measuring qubits many times to
estimate expected values. This means that even if a quantum model has learned an
underlying function well, the prediction process is noisy due to nite sampling. In
principle, one should consider the number of measurement shots as part of general-
ization: too few shots can make the model's prediction variance high on new data, ef-
fectively harming generalization. However, none of the current generalization bounds
factor in the e ect of nite measurement precision or measurement complexity. This
area is where quantum-speci ¢ analysis is needed connecting how measurement er-
ror, which might be quanti ed by quantities like quantum Fisher Information or shot
noise analysis, contributes to the overall generalization error. Our review did not nd
any study that incorporates a term for measurement error in a generalization bound;
at best, some empirical works [101,113] note that using more shots per measurement
can improve test accuracy, which is intuitive but not formally bounded.

The expressiveness vs. generalization trade-o takes a unique form in QML
and is unresolved. On one side, we have results showing QML models can be extremely
expressive [110,156,171], which traditionally would imply poor generalization unless
checked by capacity control. On the other hand, we have evidence [111] that these
models can still generalize well on structured data, hinting at implicit regularization
or biases that are not captured in the current theory. The literature has not yet pinned
down what those implicit biases are for quantum models. In classical deep learning, for
example, we know that SGD tends to nd atter minima, which correlates with better
generalization. For QML, is there an analogous concept? Possibly, the structure of

guantum circuits or the limitation of hardware imposes a bias. No existing bound

131



fully explains why a highly over-parameterized quantum circuit might generalize.
Gil Fuster et al. [160] explicitly point out that any guarantees based only on the
properties of the model family, i.e. uniform bounds, are ruled out in extreme cases.
This indicates a need for new theoretical insight, perhaps combining model complexity
with data-dependent or algorithm-dependent factors.

Another challenge evident in NISQ-era QML is the small scale of experiments
and data. Many empirical studies we reviewed use very few qubits (2 8 qubits is
common) and very small datasets (sometimes on the order of10s). While this is
a practical limitation due to hardware constraints, we have limited evidence of how
QML generalization will behave at scale. Some theoretical bounds might only show
utility or looseness whenN is large or when models are scaled up. Conversely, phe-
nomena like barren plateaus or noise accumulation may worsen with scale, potentially
hurting generalization in ways not seen in small experiments. Thus, there is uncer-
tainty about how the picture painted by current literature extrapolates to the larger

models we hope to use for real-world tasks.

6.3.3 Interplay between Generalization Bounds, Measurement Complexity, and quan-
tum Noise
The ndings make it clear that generalization in QML cannot be studied in
isolation from quantum noise and measurement issues. A complex model, often also
with high capacity in a noise-free scenario, might severely over t. Still, if one intro-
duces noise, the model's function is e ectively averaged or perturbed, which can act
similarly to a regularizer [247,301]. However, too much noise simply washes out the

learned function altogether, leading to poor performance everywhere. Thus, there is
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a sweet spot of noise a balance to strike. For example, slightly deeper circuits with
more expressive on noisy hardware can perform better up to a point. Still, beyond
that, additional depth and, hence, more noise sharply degrades test accuracy. This
aligns with our results from Chapter 3. This suggests future bounds should include
noise terms; perhaps capturing this trade-o, such as a bound might have an extra
term for a noise variance.

Measurement complexity or the number of repetitions for measurement sim-
ilarly in uences the reliability of the model's outputs. If a bound assumes in nite
measurements so the model output is the true quantum expectation, it might assert
a small generalization gap. But on a real device with, sa§00 shots per circuit, the
output is a noisy estimate. One could model this as an added variance term in the
generalization error. Practically, if one tries to adhere to a generalization bound in
an experiment, one might need to increase shots until the measurement noise is below
the bound's guaranteed error something current theory does not specify. We antici-
pate that incorporating quantum Fisher information (QFI) can help here: QFI relates
to the amount of information a quantum state carries about a parameter, which in
turn relates to how well one can estimate that parameter with given measurements.
A high QFI means fewer measurements are needed to achieve a certain estimation
accuracy like a Cramér Rao bound. Thus, QFI could provide a handle to integrate
measurement requirements into generalization theory.

The ndings of this review hint at these relationships but don't formalize
them. For example, it's mentioned that measurement introduces error and must
be accounted for in robust QML design and that deeper circuits su er more from

noise. However, to date, these remain qualitative observations. We need a framework
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where generalization erroE 4., might be expressed in terms of complexity, noise, and
measurement, explaining how each component contributes. Such a formula does not
yet exist in the literature, but our analysis strongly suggests that it's both necessary

and plausible to derive.

6.3.4 Challenges Specic to NISQ QML Models

NISQ-era QML comes with constraints that di erentiate it from both noiseless
theoretical models and classical ML. With only tens of qubits available and shallow
circuit depths to avoid decoherence, QML models are currently capacity-limited
in an absolute sense. Yet, paradoxically, they can still be very exible in function
space due to the exponential state space. This makes it hard to apply classical
intuition. A small neural network in classical ML is limited in what it can represent,
but a small quantum circuit can represent very complex states relative to a classical
representation. This duality, i.e., few qubits but huge state space, is a core challenge
partly why classical capacity measures struggle. A key question is: how do we de ne
the e ective complexity of a quantum model that might only have, say,5 qubits
entangled? Classical complexity might say it's smally qubits  state vector of size
2° = 32 amplitudes, not huge), but if those qubits are cleverly used, the model might
still shatter certain complex patterns.

Though not directly a generalization issue, trainability a ects generalization
indirectly. If a model is untrainable by stucking into the barren plateau, it e ectively
cannot overt or t at all. Some researchers [77] have pointed out that certain archi-
tectures that avoid barren plateaus by localizing entanglement also have controlled

capacity. Conversely, highly entangling circuits might have high capacity but are
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also prone to barren plateaus unless small [106, 107]. Thus, the quest for trainable
QML models often results in structured circuits, such as tree tensor networks and
convolutional quantum circuits, that inherently might limit over tting and improve
generalization. This is a nuanced challenge: we want models that are expressive
enough to o er a quantum advantage potentially, but not so complex as to be un-
trainable or to over t trivial noise. Balancing this is uniquely di cult in NISQ QML
because every added qubit or gate is a trade-o with noise.

NISQ devices have run-to-run variability. A generalization study on today's
hardware might be hard to reproduce tomorrow if the qubits' noise rates change or
calibration is di erent. Unlike classical ML, where we can usually replicate results if
given the same data and hyperparameters, quantum experiments add another layer
of uncertainty. This means our understanding of generalization might also need to
consider variation across hardware conditions. For example, a bound or evaluation
might need to hold with high probability over the quantum hardware's noise realiza-
tions. This challenge is only beginning to be recognized; as of now, researchers are
trying to mitigate it with techniques like error mitigation and by running multiple
trials.

If one envisions a true quantum advantage, it likely comes from tasks involving
guantum data like states from quantum physics experiments or classically intractable
features. But currently, there is no ImageNet for quantum large standardized
datasets of quantum data do not exist. Therefore, many QML generalization stud-
ies either use small synthetic datasets or repurpose classical ones. This limits our

knowledge: maybe QML would shine in generalization when confronted with a truly
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guantum learning task, but we don't yet have the benchmarks to test that. Creating

and using such datasets is a challenge, both technical and conceptual.

6.3.5 Empirical Bias

In addition to the theoretical limitations, the current literature has an em-
pirical bias. The use of classical datasets like MNIST and IRIS raises the concern
of what we term familiarity bias . This leads to inevitable comparisons with classi-
cal algorithms, obscuring the speci ¢ advantages that quantum algorithms may bring.
Concurrently, the dataset choices show a clear division between synthetic datasets and
real-world datasets, with each having its own set of advantages and disadvantages.
On one side, synthetic datasets may allow for a deeper understanding of quantum-
speci ¢ phenomena but at the expense of broader applicability. On the other hand,
classical datasets may not necessarily help demonstrate the quantum advantage.

Similarly, the frequent use of IBM's quantum platforms suggests a potential
trend toward platform standardization, but it also raises a concern about research
bias. While standardization can facilitate result comparison and replication, the eld
should be wary of a one-size- ts-all approach. Di erent platforms have varying noise
models, gate delities, and connectivity architectures that can signi cantly impact
algorithm performance and, hence, the generalizability of the research ndings.

In re ecting on these challenges, one theme emerges: the need for a more holis-
tic approach to generalization in QML. The literature to date, as our review shows,
often isolates pieces of the puzzle. However, the interplay between model complexity,
training algorithm, noise, measurement, and data properties means we must address

them together. This could involve sharing across generalization bounds, measurement
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complexity, dataset selection, optimization techniques, and platform-agnostic strate-
gies. Caro et al. [302] proposed establishing a general mathematical framework for
guantum learning. However, it is essential to recognize that the diversity of machine
learning models is a strength, not a weakness. Each model o ers unique bene ts and
limitations, and no one-size- ts-all solution exists. The right model depends on the
problem at hand.

The methodology of this survey is based on a systematic literature review,
which is a well-established method for synthesizing and analyzing information from
previously published literature. However, it's important to highlight that our search
and lItration process is subject to certain constraints. The scope of our search was
limited to certain academic databases and English-language publications, which may
have inadvertently excluded relevant international research. The eld of QML is
rapidly evolving. Therefore, it is possible that some recent research may not have
been included in our analysis. Furthermore, our inclusion and exclusion criteria were
designed to maintain focus and relevance, but they may also introduce a degree of
selection bias. By recognizing these limitations, we aim to ensure that the ndings
of our review are interpreted with an appropriate level of scrutiny and consideration

for the broader research landscape.

6.4 Conclusion
This chapter has systematically reviewed the landscape of generalization bounds
in supervised quantum machine learning, revealing both foundational achievements

and critical gaps. We began by establishing the motivation for this review: earlier
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chapters laid the foundation for the importance of generalization for QML models
and hinted at the complexities introduced by quantum noise and measurement limi-
tations. This review ndings reveal the eld's formative stages, struggling to balance
theoretical robustness and practical applicability.

Crucially, our review identi es theoretical gaps that remain open. Most ex-
isting bounds do not fully account for NISQ-era challenges: they often ignore noise,
assume unlimited measurements, or rely on complexity measures that may not cap-
ture the true behavior of quantum models. As a result, no comprehensive theory
currently tells us how a QML model will generalize on a real noisy quantum com-
puter, nor one that explains why certain over-parameterized QML models seem to
generalize well against conventional wisdom. Furthermore, di erent complexity mea-
sures (VC dimension, Rademacher complexity, e ective dimension, etc.) each oer
a piece of the puzzle, but no single framework combines them to address the full
picture.

These observations set the stage for chapter 7. In the next chapter, we aim
to bridge these gaps by deriving a new generalization bound tailored to QML in the
NISQ era. Informed by the strengths and weaknesses identi ed in this review, we will
rigorously derive a bound that integrates multiple theoretical tools:

" Quantum Fisher information (QFI): Capturing the sensitivity of a quantum
model's output to parameter changes and inherently incorporating aspects of
guantum state distinguishability and, indirectly, the impact of noise on that

sensitivity,
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" Rademacher complexity: To leverage the uniform convergence perspective

and measure the function class expressiveness of the QML model,

" E ective dimension: Providing a data-dependent complexity measure that ac-
counts for how the model uses its parameters in practice that is often derived

from the Fisher information spectrum,

" Covering numbers: To ensure PAC-style guarantees by controlling the size of
the hypothesis space under consideration.

By combining these elements, the forthcoming bound seeks to re ect both quantum-
speci c factors via QFI and e ective dimension and classical learning-theoretic rigor
via Rademacher complexity and covering numbers. The intuition is that QFI and
e ective dimension will help incorporate the e ect of quantum noise and nite mea-
surement since QFI relates to parameter estimation accuracy, and e ective dimension
can shrink if noise limits the informative directions in parameter space. At the same
time, Rademacher's complexity and covering numbers will provide high-probability
guarantees on the training-testing performance gap.

In conclusion, this chapter has provided a critical examination of current
knowledge on generalization in QML. The ndings inform why a new approach is
needed and guide the design of that approach. This seamless transition to chapter 7
is intentional: armed with the lessons from existing literature the successes to build
on and the shortcomings to overcome we are prepared to develop a novel general-
ization bound that better suits the realities of QML in the present day. The next

chapter will detail this development, marking a key theoretical contribution of this
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dissertation in advancing the understanding of generalization for quantum machine

learning models.
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CHAPTER SEVEN
Data-Dependent Generalization Bounds for Variational Quantum Models in the
NISQ-Era
Building on the discussions in earlier chapters regarding quantum models and

noise, this chapter presents a generalization error bound for QML under noise chan-
nels. We derive a theoretical bound that explicitly incorporates noise e ects and
guantum-speci ¢ complexity measures. In particular, we consider a scenario where
a supervised QML model is trained on a noisy quantum system, and the goal is to
establish a bound on its generalization error in the presence of noise. Our bound is
grounded in the QFI matrix, which captures the local curvature of the model's output
with respect to its parameters. By integrating the concept of e ective dimension
essentially the number of parameter directions that signi cantly a ect the model's
predictions, we obtain a data-dependent generalization bound tailored to quantum

models under noise.

7.1 Preliminaries
To ensure this chapter is self-contained, we brie y discuss the preliminaries.
This section serves as a reference for concepts in both the following theoretical deriva-

tions and experimental discussions.
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7.1.1 Supervised Learning

We consider a supervised learning problem with an input spaee and output
spaceY. A training datasetD = f x;;y; g\, consists ofN i.i.d. samples drawn from
an underlying distribution P on X 'Y . The goal is to learn a functionf : X 'Y
that maps input to output. Given a training dataset D, the learning algorithm A
selects the best functiorh from a hypothesis clas$i. Usually, the elements oH are
parameterized by a vector of parameters 2 RY, whered 2 N is the dimension
of the parameter space. We may also refer to ash to emphasize the dependence
on the parameters and de ne the hypothesis class &= fh : 2 R%. Please note
that h and f are used interchangeably as hypotheses in the context of learning, and
this might be exhibited in this chapter, too.

Given two approximationshy; h, 2 H, how do we decide which is better? One
way to do that is to de ne a loss functionl: Y Y ! R. The loss function measures
the di erence between the predicted outputy 2 R and the true outputy 2 Y. The
learning algorithm aims to nd h that minimizes the expected loss (oexpected risk,
de ned as:

h [
R(h) = E oy P Iy, hx (7.1)

The expected risk is the average loss over all possible inputs and outputs. Therefore,
the goal is to nd a function h such that R(h) h is as small as possible. In practice,
we cannot access the true distributiorP; hence, it is often challenging to compute
the expected risk. Instead, we compute the empirical risk and try to minimize it, also

referred to as the empirical risk minimization (ERM) principle. The empirical risk is
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de ned as:

X
R = < 1y (7.2)

i=1

A central goal of machine learning is to understand how well the empirical risk
approximates the expected risk [24,26,148,303]. The di erence between the empirical
and expected risks is th@eneralization error. The generalization error quanti es how
well the model generalizes from the training data to unseen data. A model with low
generalization error is said to generalize well, while a model with high generalization

error suggests poor generalization. Generalization error is typically of the form:
GenError = R(h)  R(h): (7.3)

One of the important uses of GenError is to provide a bound on the expected risk of

the model. We can use probability to bound the generalization error as:

h i
P sup R(h) R(h) 1 (7.4)
h2H

whereP[ ] denotes the probability measuresupis the supremum, is the error toler-
ance, and is the con dence level. The uniform convergence bound given by Eq. (7.4)
implies that with probability at least 1 , the empirical risk of the best hypothesis in

the hypothesis class is close to the expected risk. We can use the uniform convergence
bound approach to provide a bound on the generalization error, i.e.,ggneralization
bound The generalization bound guarantees how well the model generalizes to unseen

data [256,304]. A typical generalization bound has the form:
R(h)  R(h) + (complexity term); (7.5)

where the complexity term is often a function oH and N. The complexity measure

depends onP over X Y , and if P is easier to learn, the complexity term will be
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smaller. In other words, if we can nd a model with a low complexity term, we can
expect the model to generalize well [305, 306].
Alternatively, instead of bounding the probability of the generalization error,

we can obtain an upper bound on thexpectedgeneralization error:
Ep sup R(h) R(h) (complexity term); (7.6)
h2H

where the expectation is taken over the training datasdd. In this dissertation, we
focus on the expected generalization error bound and provide a bound on the expected

generalization error for quantum machine learning models in noisy environments.

7.1.2 Quantum Model and State Preparation

In QML, f x isimplemented by a PQC or QNN. We writen for the number
of qubits in the quantum model andd for the number of trainable parameters. For
example, a circuit with nj,e layers of single-qubit rotations (each with an independent
angle) and entangling operations might havel = njer N € parameters, wherec
is a constant factor depending on the ansatz structure. Hendd is a Hilbert space
associated with ann-qubit quantum system, sodim(Hs) = 2". The PQC starts from

n

an initial state, typically jOi ", and applies a sequence of quantum gates.

7.1.2.1 Data Encoding.A key step in QML is encoding the classical data
into a quantum state. We de ne a feature map
X I'H g

mapping eachx 2 X to a normalized quantum state x 2 Hs. This encoding can
be achieved in various ways, depending on hardware constraints and the nature of the

data [52,97]. For an in-depth discussion of data encoding strategies in QML, please
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see Ref. [171]. A common approach applies parameterized single-qubit rotations,

whose angles depend on the componentsxof
R« Xi =exp iXi x=2;R;Xx; =exp iX; ;=2;Ryx; =exp ixX;j y=2;

where ; y; , are Pauli matrices. These operations can be arranged so that the
m features ofx are distributed acrossn n qubits, resulting in the encoded state

X . We then de ne
x = x jo "ty (7.7)

so that the overall encoded state x (padded with additional jOi qubits if needed)

is fed into the quantum model, which is a parameterized quantum circui (x; ) X;

7.1.2.2 Parameterized Quantum Circuit.Following this data-encoding strat-
egy, we apply a PQC with trainable parameters = 1; 5;:::; L : Each ¢ can
represent rotation angles in single or multi-qubit gates. Mathematically, the PQC is
a unitary U(x; ) that is typically decomposed into layers of parameterized gates and

entangling (non-parameterized) gates:

\
Ux; ) = Uk « ;
k=1

where eachlJ,  often acts on one or more qubits. Acting on the initial state x

the PQC produces
x = UXx ) x ; (7.8)
with density matrix representation

X = X X (7.9)
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In guantum machine learning, one can view quantum neural network as special
cases of a PQC [58,72,83,211,307]. The analogy to classical neural networks arises be-
cause the PQC parameters are iteratively optimized (trained) to minimize a chosen
cost function. While backpropagation [280 284, 308] is central to classical networks,
in quantum settings, the gradient can be computed via specialized techniques such
as the parameter-shift rule [67,217].

When noise is present, the nal state is generally a mixed statex; |, i.e.,

a density operator, rather than a pure state. We assume a noise chanizeacts on

the quantum state, modeling hardware imperfections. While the theory derived in
this chapter applies to an arbitrary noise channel satisfying assumptions (discussed
below), we primarily consider local noise channels (e.g., depolarizing noise) on each
qubit after each layer for empirical analysis. For instance, a single-qubit depolarizing
channel with rate p can be de ned by Eqg. (4.3), replacing the qubit's state with the
maximally mixed state =2 with probability p. Under such a noisy channeE, the

nal output state is
X; = E x; X; ; (7.10)

indicating that noise has acted during or after state preparation.

7.1.2.3 Model Output and MeasurementThe quantum model's prediction is
obtained by measuring the nal state. We assume a measurement operai(or a set
of operators) corresponding to the observable of interest. For two-class classi cation
tasks, a common choice is to measure a Padli-observable on a designated qubit,

e ectively distinguishing two basis states. In generalf x will denote the scalar
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output of the model used to predicty. For instance,

h [
f x = hOi LT T O x; (7.11)

which could represent the predicted label or a class 1 probability. Unless otherwise
stated, we use x for the pure-state output andf~ x for the noisy model output.
Our primary focus is on binary classi cation, s x can be treated as a score that

is thresholded to assign a class.

7.1.2.4 Training and Optimization. In supervised quantum machine learning,
we de ne a loss (cost) functionL  that quanti es prediction error across a training
setf X;i;y; 9. If ¢ is the predicted output for input x; obtained via measuring the
quantum model, the loss depends oy} and ¥;. A typical example is the cross-entropy

loss:

X h i
L = — y;logyy + 1 vy, logl ¢ : (7.12)

i=1
We then seek optimal parameters by minimizing L  via gradient-based methods:

r L (7.13)

where is a learning rate. Since the entire computation of x is performed by a

guantum circuit, we need a way to obtair L  from measurement statistics.

7.1.2.5 Parameter-Shift Rule for Gradient Computation A popular approach
for gradient computation on near-term quantum devices is thparameter-shift rule

Consider a circuit with a parameterized gate of the form:

Uj = exp ijG:2;
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whereG? = | (typical for single-qubit Pauli rotations). For an observableD measured
at the end of the circuit, the parameter-shift rule states that:
h [
@, .. 1 . :

— hOi = = hOi hOi ; 7.14

@j X; 2 X j+3 X3 ( )
allowing partial derivatives to be computed by running the circuit twice at shifted
parameter values, ; 5. In practice, one repeats these measurements multiple times

to estimate the probabilities and, thus, the partial derivatives. Summing over all

parameters yieldsr L

7.1.2.6 Practical Considerations and NoiseFor certain noise channels and
measurement bases, the noisy results from Eq. (7.11) may be approximated by a

di erentiable function (): [0;1]! (O; 1] of the noiseless model:
-x = ()f x ; (7.15)

with () 0 =1 and continuous in the noise rate [309,310]. Such a simpli cation
holds, for instance, when the noise operators commute with the measurement oper-
ators e.g., a depolarizing channel acting on states measured in the computational
basis [41,311 313].

As discussed extensively in previous chapters, noise modi es the sensitivity of
the output probability distribution with respect to changes in , in uencing train-
ability (e.g., risk of barren plateaus [71,211]) and generalization [314]. Despite chal-
lenges such as data-encoding overhead, hardware noise, and limited near-term devices,
PQC-based models remain strong candidates for quantum advantage in specic do-
mains [307, 315, 316]. Because noise changes how output probabilities respond to
parameter variations, analyzingf~ x under realistic noise channels is crucial for un-

derstanding trainability and generalization. This sensitivity can be quanti ed via
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classical and quantum Fisher information matrices, key tools for assessing parameter

distinguishability and generalization in noisy settings [184, 185, 314,317].

7.2 Fisher Information
From a machine learning perspective, the Fisher information measures the
sensitivity of the output label distribution with respect to changes in model parame-
ters [286,318 320]. Higher Fisher information indicates that the parameterscarry
more information about the output labely, enabling more precise parameter estima-
tion and potentially improving learnability. In a quantum machine learning setting,
we must consider classical and quantum notions of Fisher information to capture the

role of quantum states and measurements fully.

7.2.1 Classical Fisher Information

Consider a parameterized probability distributionp(yjx; ), wherey 2 Y de-

The classical Fisher Information Matrix (FIM) is de ned as:

X Py .
s @n pgjx’ ) @n ng’ ) (7.16)
y2Y ! I
Equivalently, this can be written as:
X Py -
F(O)y = : G ) Qo ) (7.17)

y2v plyjx; ) @i @;

The classical FIM quanti es how sensitive the observed label distribution is to small
perturbations of the parameters. However, in the near-term there is the exponen-
tial growth of potential measurement outcomes as the number of quantum bits in-

creases [321]. This means many measurement outcomes might never appear, although

149



with minimal probability, causing instability in classical Fisher information matrix

computation [184,319].

7.2.1.1 Fisher Information Under a Noisy ChannelWhen a noisy quantum
channelE acts on the underlying quantum state, the probability distributionp(yjx; )

is replaced byp(yjx; ). The corresponding noisy classical FIM becomes:

X 1 @yix; ) @yix; )

F()i = . 7.18
Oy oy POIX) @ @ (7.18)
Using the relationship in Eq. (7.15) and the chain rule, we have:
@OIX: ) _ oppryin: ) COIX ).
@ (p(yix; )) @ (7.19)

where () and ()°characterize the noise-induced transformation of the probabilities.
Since () is dierentiable, ()°can be approximated by the derivative of () at
p(yjx; ). The exact form of () depends on the noise model and the measurement
basis, but it is often chosen to be a smooth function that preserves the ordering of

probabilities. Now, substituting Eq. (7.19) into Eq. (7.18), we get:

X[ aplyix; NP @pix; )  @yix; )
oy (POYIX: ) @i Q@;

This expression shows that the noisy classical FIM is the noiseless FIM scaled by

F() =

(7.20)

factors depending on () and ()% If ()° 1, noise minimally a ects gradients.
If ()°> 1, the model is more sensitive to parameter changes, possibly improving
short-term learnability but risking over tting. If  ()°< 1, the parameter sensitivity is
suppressed, potentially resulting in slower training and higher bias. These dynamics
re ect the interplay between noise and trainability in quantum machine learning

models.
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The classical FIM considered so far treats measurement outcomes as classical
data. While this is su cient for xed measurements, it does not exploit the full quan-
tum nature of the underlying states. To fully characterize parameter sensitivity at
the quantum level, one must turn to the quantum Fisher information, which provides
a more fundamental and measurement-independent measure of distinguishability of

guantum states [180, 322, 323].

7.2.2 Quantum Fisher Information

The quantum Fisher information (QFI) [180,181,184,319] generalizes the con-
cept of Fisher information to the quantum domain. Instead of xing a particular
measurement, the QFI considers the most informative measurement possible.

The QFI originates from quantum estimation theory and characterizes how
sensitively a quantum state depends on small parameter changes. For a given param-
eterized quantum state ( ) (for simplicity, consider a pure statej ( )i or treat the

mixed-state case similarly), the QFI matrixF ( ) has entries:

h [ n o]
F() =R TT@ ()@L ; (7.21)
ij

whereL are the symmetric logarithmic derivatives (SLD). Intuitively, F; generalizes

the notion of a Fisher information matrix to quantum states. The QFI than becomes:
Fe( )= Tr[ ( )L?]: (7.22)

P
If ()= () i()ih i()jisthe spectral decomposition, following Ref. [186] we

can write:
X 2

- T ! O+ oM@ OO O O3 (7.23)
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guantum Fisher information matrix (QFIM). The QFIM's elements can be derived
from the SLDs corresponding to each parameter, and it encodes the distinguishability
of () in all parameter directions. This multi-parameter QFIM reduces to the single-
parameter QFI if we focus on one parameter at a time.

In the context of a PQC model and a data distribution, we can de ne data-

dependent Fisher information by averaging over inputs:
F()= Ex p[F()I; (7.24)

where F,( ) is the QFI for the state (x; ) corresponding to inputx. This data-
guantum Fisher information matrix describes the capacity of the PQC model ac-
counting for both the variational ansatz and the training data distribution. If F( )
has large eigenvalues in many directions, the model output is highly sensitive to
parameter changes in those directions, i.e., the model can represent many distinct
functions, indicating high capacity. Conversely, if many eigenvalues are near zero,
there are directions in parameter space that barely a ect the outputs which implies
that there are excess parameters that don't signi cantly change predictions on the
data.

Classical and quantum Fisher information concepts and their interplay form
the foundation for de ning complexity measures such as the e ective dimension of a
parameter space. The next section introduces the e ective dimension and its role in

understanding generalization in quantum machine learning models.
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7.3 E ective Dimension

The notion of e ective dimension [114,171,314] o ers a way to measure the
intrinsic complexity of a parameterized quantum model beyond the raw parame-
ter count. While d is the total number of parameters, many directions in thisd-
dimensional parameter space may contribute minimally to changes in the model's
outputs. The e ective dimension systematically determines which parameter direc-
tions substantially alter observable outcomes and which do not. This perspective is
particularly bene cial for quantum models, where certain parameter variations may
be inert due to noise, hardware constraints, or limited sensitivity of the state to
those parameters.

Mathematically, a large parameter space can still exhibit an e ectively smaller
active subspace if speci c parameters fail to induce meaningful changes in mea-
surement statistics. Informally, one may imagine each parameter as contributing a
direction along which the quantum state could change. If moving along some di-
rections hardly a ects the measurable quantities, the system e ectively behaves as
if those parameters do not exist. In practice, this phenomenon leads to an e ective
dimension d. d. Such a reduction in the dimension of relevant variability can
mitigate over tting in machine-learning contexts and limit representational capacity
if too many directions are inactive.

A central tool for quantifying parameter in uence is the quantum Fisher in-

formation matrix. For a pure statej ( )i, the QFIM is de ned by,

Fi()=4Re[h@ ()i@ ()i h @ ()i ()ih ()@ ()il (7.25)
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where @] ( )i denotes the partial derivative ofj ( )i with respect to thei-th pa-
rameter. Analogous formulations exist for mixed states and are discussed in detalil
in Ref. [184]. Directions in parameter space that do not appreciably shift the state's
geometry yield small or negligible eigenvalues in the QFIM, e ectively indicating
inactive parameters.

One way to formalize this idea is via the rank of the QFIM:
d = mzax rank F( ) : (7.26)

If rank F( ) is less thand, it signi es that some parameters do not induce linearly
independent changes in the quantum state or its measurement outcomes, leading to
de < d. Consequently, the manifold of states e ectively spans fewer directions than
the raw parameter count might suggest.

Rather than only checking the rank, one may study the QFIM's eigenvalues
f gL, (at or near the learned parameter setting). There are several ways to de ne
e ective dimension [114]. One useful de nition is: for a given scale or regularization

factor > 0,

de (; ) —Pd— (7.27)

an expression closely related to the inverse participation ratio. This quantity inter-
polates betweerD and d: if is very large,d. is small (all directions are e ectively
shut down ), whereas if ! 0O, thend. ! (number of ; that are nonzero). For
an intermediate related to the sample sizede counts the number of parameter
directions that signi cantly contribute to model variations on the data. Essentially,
de re ects the redundancy of parameters: a model might have a large raw parameter

count d, but if many parameters are slack (producing a negligible change in output),
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the e ective complexity is lower. In our analysisd. will emerge from covering num-
ber calculations as a key term that replaced in the generalization bound, yielding
a tighter, data-informed result. We will sometimes refer to the global complexity as
the full parameter countd, and the local complexity as the e ective dimensiorde
evaluated around the trained parameter .

E ective dimension has multifaceted importance in QML. For learning models,
a reducedd., can provide greater robustness against over tting since only a subset
of parameters drives signi cant changes in the loss landscape, e ectively limiting the
complexity of the model class. A highde implies that multiple parameters can be
measured with high precision simultaneously. In contrast, a low suggests that
sensitivity is concentrated along only a few principal directions. In both settings,
awareness of the e ective dimension can guide model selection, training strategies, or
experimental design by highlighting how many truly operative degrees of freedom
the quantum system has.

Thus, the e ective dimension concept re nes the naive view of dimensionality
by honing in on the directions in which the model or system genuinely exhibits vari-
ability. By treating parameters that do not measurably alter outcomes as e ectively
inactive, d. 0 ers a more precise view of capacity and complexity in quantum models.
Combined with the QFIM framework, this facilitates theoretical analyses of gener-
alization, performance, and practical insights into designing and training near-term
guantum architectures for learning.

Having established the key concepts of generalization and the necessary back-
ground context, we now proceed to present the theoretical generalization bound for

guantum models under noise. We start by formally stating the theorem and then

155



provide a step-by-step proof, integrating relevant lemmas and insights about covering
numbers and Fisher information geometry.

As a note, we will explicitly include the noise level in our notation when
needed. For examplep denotes the depolarizing noise probability per qubit per
layer in our experiments. In theoretical derivations, we typically incorporate noise by
considering the QFI of the mixed state (x; ) rather than the pure statej (x; )i.
Noise tends to reduce the Fisher information (as it washes out distinctions between
states), e ectively reducing the complexity. We will see this re ected in a smalled,
when noise is present. In some derivations, a parameter likeor may appear to
guantify the size of the parameter neighborhood considered or the tolerance in output

change these will be de ned as they arise.

7.4 Generalization Bound for Quantum Models Under Noise

In this section, we derive a generalization error bound of a quantum machine
learning model operating under noise. Our result connects the model's training per-
formance, the noise level, and the Fisher-information-based complexity of the model
to an upper bound on the test performance. We begin by stating the main theorem
and then break down the proof.
Theorem 7.1.[Generalization Bound for Parameterized Quantum Models] Let; N 2
N and 2 [0;1). Consider ad-dimensional parameter space RY, a class of
quantum machine learning model functions = fF ., : 2 g where each model

output under a noisy channel with noise parametgy 2 [0; 1) is given by: F ., (X) =
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(PF (x), with (): [0;1)! (0;1 ) a perturbation function satisfying ()(0) = 1.
Assume the following:
" Loss Function: The loss | Y R ! [0;1]is Lipschitz continuous in its

second argument with Lipschitz constarit > 0.

" Perturbed model bounded gradient : The gradient of the perturbed model
F.(x) wrt is bounded by the Lipschitz constaritf: jir F ., (X)jj

LY;8x2X; 2

A

FIM Lower BoundLet F( ) denote the quantum Fisher Information Matrix

associated with the model. Suppose there existssuch that:

IDdet(F()) m>0 8 2

Let V be the volume of the parameter spaceand de ne:
C’=logV logVy logm+ dlogL?;

d
whereVy = —7) is the volume of a unit ball inRY, and ( ) is the gamma function.

o

Then, for any > 0, with probability at least1 over the random draw of an i.i.d.
training set D = f(x;;y;)gY, P, the following generalization bound holds uniformly

forall 2
p_— co r

R() Ru()+ 2 P q 5 lo@)

2N

(7.28)

()
whereR( ) = Exy) pll(Y;F p(X))] is the expected risk an®y () = = 1y Fop (i)
i=1
is the empirical risk.
In simpler terms, the generalization gapR( ) Ry ( )j is on the order ofplﬁ

with high probability, where the constant factor depends on the complexity of the

model, the noise level, and the volume of the parameter space. The bound is uniform
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over all parameters 2 , providing a worst-case guarantee for the model class. We
present the proof of Theorem 7.1 in the appendix A.1.
Theorem 7.1 provides a data-dependent generalization bound for parameter-

ized quantum models under noise. It reveals how sample sidgeparameter dimension

d, and model complexity interplay. For largeN, the third term ) '09(Ni) becomes
negligible. Consequently, the dominant complexity termlzp—Fpe%L:d) and the em-
pirical risk Ry ( ) determine the model's capacity to generalize.

As d grows large,exp(C%=d) ! 1, so the complexity scales approximately
as pa. Intuitively, having more parameters can increase complexity, yet thelﬁ
factor ensures that as N grows, the model complexity e ectively diminishes, improving
generalization. Nevertheless, increasing the dimensidisan make generalization more
challenging if the dataset is small.

This bound also emphasizes that, for any xedl, the complexity term de-
creases adl increases, suggesting that, in the limiN ! 1 | the model's generaliza-
tion error can be made arbitrarily small. However, as shown in Fig. 7.1 for any nite
N, there is always a non-zero complexity term. Thus, even though we may achieve

empirical risk close to zero, the interplay of dimension and sample size ensures that

perfect generalization is not guaranteed. To gain further insight, consider:

0

k(d) = pa exp %

For large d; k(d) grows slower than linearly but increases witld. Roughly, one re-
quires k(d)? data points to push the complexity-driven error below a threshold of
12‘D ~. From table 7.1, it is apparent that by appropriately increasing the number

of training samplesN, one can signi cantly push down the complexity term, making
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Table 7.1: Estimated generalization error scaling for increasing model
dimensionality. Each column shows the parameter dimensiah a complexity
measurek(d), the approximate sample sizé&\ required to reduce complexity-driven
overhead, and the resulting complexity term of the bound. Higher dimensionality
increases complexity, yet the growth is modest; with su cient samples, even very
high-dimensional models can achieve negligible complexity contributions.

d k(d) N Third Term, =0:005

1 2.72 8 0.99
10 3.49 13 0.60
100 10.10 102 0.07
1000 31.65 1002 0.01

10000 100.01 10002 0.00
50000 223.61 50002 0.00
100000 316.23 100002 0.00

it nearly minimal for large data sets. The practical challenge of generalizing with
high-dimensional parameter spaces can be tackled by ensuring adequate sample sizes.
This aligns with the well-established notion in classical machine learning that more
data leads towards better generalization. While high-dimensional models might start
more complex, the capacity to temper that complexity with larger datasets allows
such models to remain viable, reinforcing that su cient data can o set the dimen-
sional burden.

The global bound in Theorem 7.1 considers the worst-case scenario over the
entire parameter space. In practice, the learned parameter may reside in a much
smaller, e ectively low-complexity region after training converges. This motivates

local bounds that yield tighter guarantees.
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Figure 7.1: Rademacher Complexity (d; n) as a function of the number of samples
and the dimensionalityd. We have applied thelog scaling on both axes for the third
gure (second row) for better visualization.

7.4.1 Local Generalization Bound

After training on the datasetD, let ? denote the parameter that minimizes (or
approximately minimizes) the empirical riskRp ( ). Because the loss is assumed to be
Lipschitz and the model is reasonably well-behaved, there exists a small neighborhood
around ? in parameter space where the empirical risk does not increase too rapidly.

Let
B()=f :k k g
be the ball of radius around ? (the norm can be the Euclidean norm or one induced

by the Fisher information metric, as described in Appendix A.1). We choosesuch

that for any 2 B ( ?), Rp( ) is close toRp( ?) (i.e., ’is a minimum, so nearby
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points will not have much lower empirical error). This local neighborhoo® ( ?) will

be the focus of our analysis. If we can ensure that the generalization gap is uniformly
small for all in this neighborhood, then in particular it will be small for ? itself.

By focusing onB ( ?), we avoid considering regions of the parameter space that the
learning algorithm is unlikely to choose (those with signi cantly higher empirical
error). This technique is sometimes called a localization of the parameter space in
generalization theory.

Corollary 7.2. [Local Generalization Bound] Let the conditions of Theorem 7.1 hold.
Suppose after training, ? is a solution, and consider a local neighborhood,.

around ? de ned as
e =f 2 1 k k g

where > 0 (up to global limits). Assume that within |:
" The Fisher Information Matrix remains well-conditioned: P det(F( ))

m|oc > 0.

" The gradients of the perturbed model are locally bounded LbEI/

De ne
ClOC = |Og(v Ioc) |Og(Vd) Iog(mloc) + dlog LEIoc )
whereV _ is the volume of the local region. Then, with probability at leagt , for
a” 2 IOC:
LT " Tog=
RO Ru()+ 2 pRCe=d 5 0, (7.29)

Proof. This follows from Theorem 7.1 by restricting the parameter space to the

smaller, better-conditioned subset ,c. Replacing the global parametersn and L?
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with their local counterparts m;,c and LElOC, and usingV _ in place ofV , yields the
stated local bound. The same Rademacher complexity and covering number argu-

ments apply over the reduced search space, potentially tightening the bound. [

The localization technique discussed in Corollary 7.2 reduces the complexity of
analyzing the generalization error by limiting attention to a smaller, relevant neigh-
borhood of parameter space around the learned parameter. However, within this
localized region, the parameter directions might still di er signi cantly in their sen-
sitivity or contribution to the empirical risk. Some directions may strongly a ect the
empirical risk, whereas others have negligible in uence, characterized quantitatively
by the eigenvalues of the Fisher Information Matrix. This motivates the introduction
of the concept ofe ective dimension, where one explicitly considers only the direc-
tions in parameter space along which the FIM eigenvalues exceed a certain threshold.
By employing this re ned perspective, the generalization bound can be further sharp-
ened, as stated formally in the following corollary:

Corollary 7.3. [E ective Dimension Generalization Bound] Let the conditions of The-
orem 7.1 hold, and consider the local region around the learned parametéas de ned
in Corollary 7.2. Suppose the eigenvalues of the Quantum Fisher Information Matrix

F () within this region satisfy

1() 2() d()>0; 8 2 loc-

For a chosen threshold > 0, de ne the e ective dimensiond. ( ) as

de ( )=rga|>§cjf i(): () g

Assume further that the eigenvalues satisIJ)D/ det(F( )) Mie > 0 within 4.

Then, applying the arguments of Corollary 7.2 to the reduced subspace corresponding
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to de ( ), we have that with probability at least , forall 2 |

r—
12" 4, () (st () , 5 109().

R() RN()+ N o

(7.30)

whereVy, ( ) is the volume of the unit ball inde ( )-dimensional space.

This corollary emphasizes a key messagepot all parameters are equal
in their contribution to generalization . Especially in quantum models, one
might have many parameters to maximize expressiveness, but in a given problem with
limited data and under noise, only a fraction of those parameters e ectively matter.
In the following experimental results section, we will see how this theory holds up
empirically and discuss the implications. Ide is much smaller thand (for example,
if noise or limited training data e ectively constrain many directions), the bound will
be signi cantly tighter than a naive bound O | g . In the absence of noise, one
might expectd.,  d if the model is fully utilized. In that case, corollary 7.3 recovers
a scaling similar to classical results (up to logarithmic factors). On the other hand,
if strong noise is present, the model may e ectively have very few degrees of freedom
(e.g. if pis so high that the output state becomes nearly independent of except
maybe one direction), yielding a smalt, and hence a very small bound. This aligns
with intuition: a highly noisy model might generalize well simply because it cannot
even t the training data too closely (it under ts, which trivially avoids over tting).

We will also see this trade-o between noise and complexity in the experimental

results.
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7.5 Numerical Analysis

We conducted a series of experiments on supervised QML models under con-
trolled noise to verify the practical relevance of the theoretical bound derived above.
The goals of these experiments are: (1) to measure actual generalization gaps in
various scenarios (di erent model sizes, noise levels, and dataset complexities), (2)
to compute or estimate the terms in our bound (in particular, the e ective dimen-
sion d. ) for each scenario, and (3) to compare the bound's analytical predictions
with empirical results. This section describes the experimental setup, including the
datasets, quantum model architecture, noise channels applied, and the methodology

for evaluating generalization and the bound.

7.5.1 Experimental Setup

{me) ot o el e o
Noise Rot Rot Noise
R | Rym) [ T () () BRCHE

Figure 7.2: Two-qubit circuit with depolarizing noise channels for noise ratp 2

f 0:05; 0:1; 0:5g, parameterized single-qubit rotations, and controlled operations, pre-
liminary CNOT gate. The Rot () is a single-qubit rotation gate with three Euler
angles. i; j; « and | are the parameters with distinct three Euler angles. The
measurement is performed on the rst qubit on a computation basis.

We used a variational quantum classi er with two qubits for all experiments,
as shown in Fig. 7.2. We applied a rotatiofRy ( i; ) on qubiti (fori = 1;2)in layerj,
where ; is a trainable parameter (rotation angle about the Y-axis). This is followed

by an entangling CNOT gate between the two qubits. The nal state is measured

on a computational basis. To emulate NISQ conditions, we injected depolarizing
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noise after each layer of the circuit. Speci cally, after each layer's entangling gate,
we applied a depolarizing channek, independently on each qubit (with the same
depolarizing probability p for simplicity). We experimented with three noise levels:
p = 0:05 (5% depolarization per layer, which is mild noise)p = 0:1 (10%, moderate
noise), andp = 0:5 (50%, extremely strong noise). The cage= 0 (no noise) was also
tested as a baseline. In practicgg = 0:5is a very high noise rate higher than typical
physical qubit noise, but we include it to observe the e ect of an almost randomizing
channel.

These experiments were performed on two datasets of di erent complexities:
(1) the Iris dataset, restricted to the rst two classes for simplicity, and (2) the Digits
(MNIST) dataset, focusing on digitsf 0; 1g with features reduced to8 dimensions via
principal component analysis. Our previous work [146] informs that these datasets
are real-world dataset representatives of quantum machine learning tasks for general-
ization analysis. These datasets are particularly relevant for the NISQ era as the Iris
dataset is small and simple for low-dimensional analysis, while the MNIST dataset
has higher inherent complexity but can be reduced to a manageable size for near-term
guantum devices. We conducted three training runs for each combination of dataset,
circuit depth (layers), and noise level.

While the same circuit structure can be applied to both datasets, more complex
datasets might eventually require deeper or more sophisticated circuits for optimum
performance. For a circuit with Niayers layers andngupits qubits, d = Njayers Nqubits G,
where c is a constant re ecting the number of parameters introduced per qubit per
layer. For example, with Nguits = 2 and Niaers = 2, and assumingc = 3 (e.g., for

parameterized single-qubit rotations), we havel = 12. To ensure uniform bounds
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and consistency, we de ne the global parameter space as[ 2; 2 ]9, resulting in
a global volume of(4 )¢.

We train the model by minimizing mean square error loss using a natural
gradient descent method. Gradient estimates are obtained using the parameter-shift
rule. We trained the model for20 epochs and a xed number of rung(nyns =
3) to average the random initialization e ects. After training, we de ned a local
neighborhood |, around to ensure the stability of the quantum FIM. We choose
a hypercube for computational simplicity, de ned asf : k Ky g, with a
local volume of(2 ). The radius is determined by a continuity-based procedure,
ensuring that the minimal eigenvalue or determinant-based quantity of the quantum
FIM within o remains above a fraction (e.g., = 0:5) of its value at . This
ensures a stable neighborhood size and minimal conditioning related to the quantum
FIM. The value of is also constrained to be within the global limits, for example,

< 2 .
A crucial part of validation is computingd. and local Lipschitz constantl_?

f; loc

for the trained model. First, we computed a local Lipschitz constariIE; e Y sampling

gradients within ;. and taking the maximum norm. Second, given the learnedfor

a run, we estimated the QFI matrixF ( ) using Eq. (7.21). We then we computed its

de by summing i=(  + ) for = 1=N (a choice motivated by learning theory
results). This quantity approximates the e ective dimension of the model around the
learned parameter , re ecting the model's capacity to generalize. We used thid.

in the bound to obtain a local generalization error estimate. By restricting complexity
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measures to these stable neighborhoods, the derived local bound becomes tighter and

more representative of the model's actual generalization behavior.

7.5.2 Results and Analysis

This section details the experimental results and analyzes how they compare
to the theoretical expectations. We organize the analysis by dataset and highlight
the impact of model complexity (layers/parameters) and noise on generalization. For
each scenario, we compare three quantities: the observed generalization gap, the local
(e ective dimension) bound from Theorem 7.1, and a global (parameter-count) bound

for contrast.

7.5.2.1 General Observations Across Experiment¥he observed generaliza-
tion gap behaved as expected: it generally decreased with more training datg
increased with model complexity (more layers) iN was insu cient, and decreased
with higher noise levels (since noise makes over tting harder, albeit at the cost of
overall accuracy). WhenN was large relative to model complexity, the gap was near
zero (the model generalizes well). We saw larger gaps whdnwas small and the
model complexity high.

The local bound (usingd, ) tracked the trends of the actual gap signi cantly
better than the global bound. In both the plots from Figs. (7.3 and 7.4), the local
bound curve was much closer to the empirical gap curve, whereas the global bound was
a conservative upper envelope far above. This demonstrates that incorporating the
Fisher information-based e ective dimension sharpens the prediction of generalization

performance.
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